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Abstract—With the growing ubiquitousness of pervasive sens-
ing and towards ambient intelligence, pervasive surveillance
becomes a very real privacy threat, where private gesture
interaction is likely to be observed and automatically interpreted
by other (even benign) pervasive intelligence tools.

We propose motion transfer, the example-guided modification
of motion to translate from default motion and gesture interaction
alphabets to personal ones. Apart from privacy, incentive to use
personalized gesture interaction alphabets include convenience
as well as physical handicaps (i.e. inability to conduct certain
movements). We demonstrate the concept using motion transfer
in rgb-video data. We further show that the approach is feasible
also for point cloud based gesture recognition methods. In
particular, we implemented an end-to-end model for human
motion transfer with 3D (x-y-time) or 4D (x-y-z-time) point
cloud datasets. Point cloud-based motion transfer is a privacy
protecting way of customizing gestures to control devices, hence
lowering the risk of disclosing the nature of interaction to
surrounding pervasive surveillance installations.

Index Terms—human motion transfer, point cloud, privacy,
IoT, smart homes, smart industries

I. INTRODUCTION

With the rise of gesture-based interaction in pervasive
applications, motion interaction is becoming ubiquitous in
private, public, industrial and medical domains1234 (Fig. 1).

Gesture-based interaction improves efficiency and lowers
the interaction complexity [1]. On the other hand, gestures may
be observed through pervasive surveillance in Ambient Intel-
ligence environments, or even be abused if they are publicly
known. For instance, interaction with a gesture-controllable
DJI Spark drone1 is transparent to video-based surveillance
and the drone may be controlled by others. Furthermore,
interaction with smart environments may be transparent to
observers even in larger distance, able to visually follow the
performed gesture sequences. This may violate user privacy
and may even affect property safety [2].

We propose personalized gestures to raise the bar on privacy
protection and safety for gesture-controlled pervasive objects.

1https://www.dji.com/fi/spark
2https://www.samsung.com/ph/support/tv-audio-video/how-do-i-use-

hand-gestures-to-control-my-samsung-smart-tv/
3https://metrology.news/gesture-control-to-guide-industrial-robots/
4https://www.gestsure.com/

(a) Private gesture interaction through personal gesture alphabets

(b) Private domain (c) Professional domain

(d) Public domain (e) Medical domain

Fig. 1: Exemplary scenarios for gesture-based devices control.

In particular, we suggest to map default gestures to personal-
ized ones via a motion transfer model.

Personalized gesture alphabets may help to unify personal
interaction patterns with gesture-controllable devices (e.g.
smart drones1, smart TV2, industrial robots3

Despite privacy reservations, video is common in gesture-
based human-computer interaction [3]. We therefore evaluate
the motion transfer approach with point cloud data extracted



(a) Mov.1 (b) Mov.2 (c) Mov.3 (d) Mov.4 (e) Mov.5 (f) Mov.6 (g) Mov.7 (h) Mov.8 (i) Mov.9

Fig. 2: Nine recorded hand movements. Movements 1-5 are limited to the hand, featuring rotation and swinging in different
directions, while the remaining four gestures include movement by the arm, such as swinging from middle to right, up or
down, as well as folding from the front of the chest to the side.

from video. Specifically, motions in the video are transferred
from a ’source-motion’ to a ’target-motion’ while retaining the
appearance of the target [4].

We further evaluate the transfer on point cloud data in
3D (x-y-time) and 4D (x-y-z-time) spaces. Point clouds are
generated e.g. by rgb-depth, lidar or mmWave radar sen-
sors, prominent alternatives for gesture-based interaction in
pervasive spaces. They can provide accurate localization of
motion and body parts, while preserving privacy of the subject
performing the motion. The system was trained and tested with
data on nine hand movements from twelve subjects as well as
walking and running activities from healthy subjects.

Summarizing, our framework, Point-Former, generates per-
sonalized gesture alphabets for the interaction and control of
pervasive objects. The contribution and novelty of the work is
the modification of a) motion transfer for point-cloud data; b)
an attention-based encoder-decoder framework for point-cloud
generation and c) for the first time to establish a personalized
gesture alphabet through motion transfer.

Although Point-Former is able to operate on both, we
recommend replacing video-based with point cloud based
sensing modalities for any smart interaction devices in the
private domain. Specifically, we supplement our discussion
with considerations on privacy implications in gesture-based
interaction domains, as well as a threat model and a review
of the security motion transfer for smart interaction spaces.

II. DATA AND PROCESSING FOR MOTION TRANSFER

Motion transfer, traditionally, is the mapping of a motion
from a source video to a target video frame by frame [4].
In particular, a desired motion, as well as the shape and
posture of the human body, is isolated and generalized from
a large body of video recordings (SMPL – Skinned Multi-
Person Linear) [5]. Given this information, it is then possible
to generate synthetic motion.

In order to apply motion transfer also to increasingly pop-
ular and less privacy intrusive point cloud generating sensors
(e.g. rgb-depth, lidar, radar), we propose Point-Former. The
model captures temporal information through structures of
Long Short-Term Memory (LSTM) [6] and, in contrast to
video-based approaches, does not require a separate model
to extract pose information in advance.

We implemented motion transfer for personalized gesture
alphabets on point cloud data and, by abstracting into a point-
representation first, for more privacy intrusive, but vastly more

common, rgb-video and compare the classification results
between original data and generated data.

A. Video-based motion transfer

We recorded nine hand movements from twelve participants
(aged 24 to 44, 8 female) (Fig 2). The selected gestures are
based on movements frequently used for gesture interaction
with pervasive objects. Video data was recorded by the GoPro
HERO6 Black camera 5. For each participant, movements were
recorded twice and repeated 25 times for every recording.
Movements 1-5 last approximately 2000 frames while Move-
ments 6-9 require about 4000 frames.

Through data augmentation and resampling, the number
of training frames for each movement has been unified to
9600 (2*25*16*12 where 12 refers to number of batches)
before feeding them into the motion transfer model. Tradi-
tional motion transfer from video, in general, includes the
following steps: (1) Posture detection: Derive pose graphics
of a given video frame using a pre-trained detection model
(OpenPose [9]); (2) Global posture standardization: Based
on the height and ankle positions, for each frame, convert
the body shape and position of source subject to target
subject; (3) Infer the target image from the posture graph:
Train a generative adversarial model (e.g., pix2pixHD [10])
to generate time-continuous video frames of motion and to
synthesize images of a target subject.

B. 3D Point Cloud Data from video

Point-cloud data describing motion gestures is more privacy
conscious than video since information about identity and
appearance of subjects as well as the environment is not
provided. In order to compare directly to the results achieved
with video-based motion transfer, we generated 3D points
from the recorded video data (cf. previous section) as detailed
in Fig. 3 (3D Point Extraction, left).

Initially, we detect the area of movement in the video. A
threshold image is derived based on the absolute difference
between the current frame and the first. The image is dilated to
fill the detected moving area. When the contours of the dilated
image are located, the bounding boxes indicating the moving
area are calculated. Finally, we set a box size threshold to keep
the box sizes in a desirable range. Then the following steps
are implemented: (1) Segmentation from frames: We applied
Deeplab V3+ [11] to obtain the segmented subject from the

5https://gopro.com/en/us/shop/cameras



Fig. 3: Our pipeline for motion transfer with point clouds includes a 3D point extraction model (left) as well as a motion
transfer model called Point-Former (right). 3D point extraction: the video is split into frames. We then detect the moving
area based on a sequence of frames (given the bounding box). Next, data is segmented with Deeplab V3+. Based on the
segmentation, the 3D point cloud indicating the contour of the subjects is created. Motion transfer: points from source and
target motions together with the bounding box indicating the moving area are fed into encoder and decoder separately. The
former encodes source frames while the latter decodes the ”context vector” from the encoder with the help of target frames.
For both encoder and decoder, we employed PointGest [7] with PointNet++ [8] for feature extraction. The encoder applies an
attention mechanism for each frame. Both encoder and decoder expect a sequence of frames (16 in our case) as input. The
content vector together with weight parameters (at, at+1, ..., at+15) are considered as input of the decoder. Three FC (fully
connected) layers follow. The LC (loss computation) is based on the concatenated loss from every FC layer, which is intended
to minimize the loss value between source and target movements.

frames. (2) Normalization: We locate the head area through
the combination of Haar cascades provided by OpenCV and
shape mapping. The frame is scaled according to the ratio of
Euclidean distances

(
dTargetFrame

dSourceFrame

)
of two selected points from the top and bottom of the head.

(3) Generate 3D points: We empirically observed that main-
taining only the points on the contour of the subject minimizes
misclassification. Therefore, we generated the contours of the
segmented area. To retain an equal number of points across
all gesture recordings, for each frame, 100 points are selected
randomly from the detected contour of the human body.

To minimize the impact of translation of the subject relative
to the center of view, all temporal 3D point contours are
normalized, and the leftmost moving point in the x-y-time
sequence is centered on the origin (0,0).

III. MOTION TRANSFER FROM POINT CLOUDS

The structure of the motion transfer model (Fig. 3, right)
is inspired by the encoder-decoder framework for machine
translation. The encoder combines all information about the
input sequence into a context vector. The decoder reads the
context vector and predicts the target sequence element by
element. In our case, the source motion is learned by the
encoder and ”translated” into the target motion via the decoder.

In contrast to image-based motion transfer, we do not apply
an additional model for pose extraction. The location of points
and their interrelation already inherit pose information. Fur-
thermore, to learn temporal information, image-based methods
require further processing, such as optical flow tracking [12].
In our case, an LSTM was utilized instead.

We employed PointGest [7] to learn features in the encoder
of the motion transfer model (Fig. 3, right). It utilizes Point-
Net++ [8], a deep neural network that mimics classic (2D)
CNN functions to learn hierarchical spatial features of points.
PointGest utilized n parallel PointNet++ modules to extract
spatial features from each point frame. For temporal feature
extraction, two stacked LSTM layers follow. Point-Former
integrates two PointGest submodels and the input data of them
during the training stage are source frames and target frames
(for encoder and decoder), respectively. For both models, the
input is a sequence of frames (8 for 4D point clouds and 16
for 3D point clouds.

The hidden state of the submodel for encoding the source
frames at time t is:

henc
(t) = f(henc

(t−1), xt) (1)

where henc
(t−1) is the hidden state of time t − 1 and xt is the

current input frame of points. The hidden state of the sub-
model for decoding the input frames at time t is:

hdec
(t) = f(hdec

(t−1), yt−1, c) (2)

where yt−1 is the previous output and c is the learning feature
from the sub-model responsible for encoding.

Particularly, to only focus on the points related to the
moving area and to generate more stable results, an attention
mechanism was introduced to the encoder (in red in Fig 3,
right). The bounding box indicating the area of movement
is provided for encoder. For each input frame, an attention
weight at is calculated and provided to the decoder. The
attention mechanism guides the decoder to focus more on
the points that belong to the moving area. We remark that



1 2 3 4 5 6 7 8 9
Original 0.93 0.91 0.95 0.90 0.88 0.91 0.92 0.93 0.92
Generate 0.79 0.71 0.75 0.76 0.68 0.74 0.71 0.79 0.78

TABLE I: Classification accuracy in videos (in nine move-
ments).

further privacy preservation (such as gender) could also benefit
from the attention mechanism, e.g. by processing only those
points in the area of movement and e.g. disregarding points
that might indicate the human body shape. Finally, each sub-
model is followed by fully connected layers. The loss value
is composed of a combination of losses from previous layers,
including outputs from PointGest and fully connected layers.
This structure guarantees that, after learning features from
PointGest, output values from encoder and decoder are close
for each step.

IV. EXPERIMENTS AND RESULTS

For each movement of each participant, 70% of the data are
considered for training and the rest for testing. To evaluate how
Point-Former reacts to data from completely ”unknown” users,
motion data from two participants (a female and a male) has
been used for testing only.

A. Video-based motion transfer

We utilized the method proposed by Caroline et al. for
video-based motion transfer [4], and the action recognition net-
work of Ceyuan et al. [13] to compute classification accuracy
of a gesture recognition framework. We estimate the quality of
the transfer by comparing the accuracy between original and
generated video data. The average classification score for the
motion transferred (i.e. generated target) videos from different
movements is about 0.75, while the classification score when
using the original (source) video data is 0.91. This reduction of
the classification performance is due to the imperfect motion
transfer results given the challenging task that was limited
to a small region in the total video only. We consider this
performance still acceptable (Table I).

B. 3D Point cloud based motion transfer

To evaluate the quality of generated points from the pro-
posed network, we compared the motion classification accu-
racy from original and generated points. We explored several
metrics to describe the distance between input (output) and tar-
get. The first metric is the average Euclidean distance between
input (output) and target (d =

√
(x1 − x2)2 + (y1 − y2)2) of

all points.
To be consistent with the visually perceived performance,

we added a metric to evaluate the structural distance.
We first apply density-based clustering and group the result-

ing points into the 6 classes head, core, left/right arm, left/right
leg. Clustering centers are considered as center points. The
pairwise distance between the center of mass between each
class and the core is then calculated. In addition, we computed
a skeleton by connecting all centers and used the weighted

slopes of the skeleton lines as a structural difference (distance
between point clouds):

Sloped = 0.16 · dHead2Core + 0.26 · dLeftArm2Core+

= 0.26 · dRightArm2Core + 0.16 · dCore2LeftLeg+

= 0.16 · dCore2RightLeg

(3)

The distribution of weights is based on the degree of influence
of different parts on the motion. Since all recorded movements
are hand gestures, we placed a higher emphasis (i.e. weight)
on the difference in hand to the core slopes.

The final distance is computed as:

Finald = 0.6 · Sloped + 0.4 · (0.1 · CenterPointd) (4)

We chose the weight for the slope distance highest since it
was perceived as most relevant to distinguish gestures. The
results for slope and distance to points are shown in Table IIa.
Tables IId and IIe detail the accuracy achieved for classifying
the movements generated with PointGest. The tables show the
results for pairs of source/target movements (columns/rows).
The deterioration in accuracy is reasonable and in the order
of what we observed for the baseline with video-based input.
Note that the results are better for motions that are similar or
that regard similar regions of the body. For motion pairs with
an obvious difference, the accuracy score for classifying the
generated motion falls behind the original motion by a larger
margin (around 0.13). Comparing to the classification result on
video and point cloud data (Table IIf), the accuracy achieved
by motion transfer based on point cloud data is higher.

We further evaluated how motion speed (slow, normal, fast)
affects the performance of point-cloud-based motion transfer.
Movements 1 to 5 (6 to 9) are completed in two (four)
seconds with normal speed. We then slow (four / two seconds)
and speed up (one / half second) videos to obtain motions
performed at slow and fast speed. Classification scores on test
set (30% of the data) we achieved for these slow, medium, and
fast motion speeds are 0.8214, 0.8197 and 0.8153, respectively.
We conclude that the execution speed does not have an obvious
effect on the performance of the model. We remark, in the
case that the fast execution of the motion by the subject also
affected clothes and other parts of the body, the classification
score fell to about 0.75.

The processing latency will significantly affect the Quality
of service (QoS). For a video with resolution 512*512, the
proposed model takes around 0.8 seconds (1.6 seconds) for 8-
frame ( 16-frame) inputs on a GPU (Tesla V100). Classifica-
tion results were not affected. The majority of time is required
for the segmentation of frames, which can be further decreased
with video at lower resolution (for instance, 256*256).

C. 4D Point Cloud-based Motion transfer

Point-cloud data generated in pervasive environments by
rgb-depth, lidar or mmWave radar sensors is usually in a 4D
domain (x-y-z-time). These point clouds differ from the video-
generated point clouds in their structure. Most significantly,
since they comprise not only points on the contour of the



slopedis pointdis finaldis
in-tgt 14.39 83.45 11.97
out-tgt 11.06 60.71 9.39

(a) 3D point cloud from video

slopedis pointdis finaldis
in-tgt 5.25 69.83 5.94

out-tgt 9.08 46.09 7.29

(b) 4D point cloud dataset

Frame 1 2 3 4 5 6 7 8 AVE
in-tgt 47.9 64.3 82.8 107.9 121.1 131.9 197.1 199.8 119.1
out-tgt 61.1 73.4 68.1 63.3 60.9 56.2 53.7 61.5 62.3

(c) The points distancse for 4D point cloud.

HH
HHout

in 1 2 3 4 5
HH

HHout
in 6 7 8 9

Mov. 1 0.97 0.83 0.81 0.85 0.81 Mov. 6 0.93 0.82 0.80 0.81
Mov. 2 0.80 0.91 0.78 0.83 0.80 Mov. 7 0.84 0.92 0.81 0.82
Mov. 3 0.81 0.80 0.91 0.82 0.85 Mov. 8 0.83 0.81 0.94 0.82
Mov. 4 0.83 0.87 0.81 0.92 0.81 Mov. 9 0.83 0.81 0.80 0.95
Mov. 5 0.82 0.80 0.85 0.81 0.91

(d) Classification accuracy on generated points from ’known’ par-
ticipants.

HH
HHout

in 1 2 3 4 5
HH

HHout
in 6 7 8 9

Mov. 1 0.95 0.81 0.81 0.83 0.82 Mov. 6 0.92 0.80 0.82 0.80
Mov. 2 0.81 0.92 0.76 0.81 0.80 Mov. 7 0.82 0.92 0.83 0.83
Mov. 3 0.80 0.81 0.92 0.81 0.83 Mov. 8 0.81 0.82 0.93 0.81
Mov. 4 0.82 0.85 0.82 0.90 0.80 Mov. 9 0.80 0.82 0.80 0.94
Mov. 5 0.83 0.80 0.83 0.80 0.91

(e) Classification accuracy on generated points from ’unknown’
participants.

1 2 3 4 5 6 7 8 9
Video 0.85 0.78 0.79 0.79 0.77 0.81 0.77 0.85 0.85
Points 0.85 0.88 0.90 0.90 0.90 0.87 0.90 0.87 0.86

(f) Comparison of scaled accuracy on generated points and videos.

TABLE II: Distance and classification accuracy on original
and motion transferred point clouds for Movements 1 to 9.

subject in motion, but specifically most points are inside
the contour. To validate our approach also with this type of
data, we evaluated motion transfer on 4D point clouds (x-
y-z-time) with sample data from the CMU Mocap data set,
which comprises locomotion data from different subjects and
provides both skeleton motion videos and point clouds. We
attempt motion transfer from walking to running activities
for subjects with both walking and running data (subjects
16, 35, 38). As in 3D point clouds, we first sampled a fixed
number of frames for each cycle to represent the motion, then
adjusted the number of points in all frames to 64 by adding
or removing points 6. To maintain the spatial distribution and
relative density of regions across the point cloud throughout
this process, we removed points randomly with probability
inversely proportional to the density of the surrounding region
(areas with more points have a higher probability of being
selected) and created new points mid-way towards their closest

6We fixed the number of points to 64 as this constituted a compromise
between accuracy and computational load in our experiments.

neighbors for NSP randomly selected points:

NSP = NTargetPoints −NExistingPoints. (5)

The average distance of input to target is twice as high as
that of output to target. Example distances based on points and
slope for the 4D dataset are shown in Table IIb. Compared
to the results achieved for the 3D point clouds, the values
for both slope and point distances are smaller than that of
4D point clouds. Table IIc shows the distance between points
of each input frame. For most frames, the distances between
output and target are much lower than those between input
and target.

Based on the results from 3D and 4D point clouds, we con-
clude that the model is capable of capturing and transferring
motion information.

D. User feedback on gesture control for smart devices

We invited ten participants (5 males) to discuss their views
about (personalized) gesture control and privacy issues by
asking three questions: (1) How do you think about traditional
control methods (e.g., remote control) and gesture control for
smart devices? (2) For gesture interaction with smart devices,
would you appreciate using your own personalized gestures for
multiple devices or rather use separate default gestures that are
device-specific? (3) Imagine that you would perform gesture
interaction in a public space. Would you feel that gestures
disclose the nature of your interaction with the device to other
people observing your gestures?

For the first question, nine out of ten subjects would like to
use both methods, while only one participant prefers to use the
traditional one. They mentioned that it is convenient to control
devices by gesture and may lower the price since the controller
might not be needed. However, they prefer controllers for
tasks that require precision. For the second question, eight
out of ten would like to try personalized gestures and two
of them prefer default gestures. For personalized gestures,
users have more choices to use the gesture they are familiar
with. In the meanwhile, some default gestures might not be
”friendly” enough for some people. Participants who prefer
the default gestures are worried that new personalized gestures
may degrade the performance of control. Besides, they believe
the default gestures must be selected delicately. For the last
question, five out of ten feel that they are disclosing interaction
with the device to other people observing the gestures and
they feel uncomfortable being observed. One participant said
it depends on the scenario, if it is a gesture related to unlocking
(for instance, opening the car door), he prefers not to be
observed by other people. The rest do not care, since with
the popularity of smart devices, it is inevitable.

V. APPLICATION: PRIVACY FOR GESTURE-CONTROLLED
DEVICES

To illustrate how the method can be implemented to
establish privacy through personalized gesture-alphabets for
gesture-controlled devices, we conducted a demonstration of
the working principle.



Fig. 4: Setting of a demonstration of the practical implemen-
tation of motion transfer for the use of personalized (private)
gesture alphabets, transformed into a default motion alphabet.
In each round, a (private) gesture out of a personalized gesture
alphabet (chosen from the nine movements in Fig. 2) was
performed by a participant in front of a camera. The camera
input of the private, personalized gesture was first processed
by the 3D point extraction model. This normalized point cloud
of the private gesture was further fed into the motion transfer
model to generate the target motion in the standardized gesture
alphabet and then recognized by a motion classifier.

The transfer model was trained on the data set of ten partic-
ipants performing nine movements (Fig. 2). Fig. 4 visualizes
the prediction results for both the personalized gesture alpha-
bet (with motion transfer) and the default gesture alphabet
(without motion transfer). The pervasive system is represented
by a laptop connected to two screens. Depending on whether
motion transfer would be performed, a different gesture is
perceived by the pervasive gesture controlled system. In gen-
eral installations, the system may constitute a drone, a smart
environment, a smart object, etc. Through motion transfer, the
system perceives gestures from the default gesture alphabet,
which may differ from gestures from the personalized gesture
alphabet. Therefore, the nature of the interaction is obfuscated
to an observer unaware of the personalized gesture alphabet.
The classification accuracy on the gestures performed by
”unknown” participants (cf. section IV) demonstrates that the
quality of the transfer points does not degrade for gestures
from different users (”known” or ”unknown” by the model).
Hence, Point-Former is capable of protecting the privacy of
participants in gesture interaction through the transformation
of gestures from personal gesture alphabets onto gestures from
the default alphabet.

The challenges of motion transfer for personalized gesture
alphabets are: a) the personalized model has to be accessible
by the smart system (e.g. cloud-based); b) the person needs to
be identified and matched to the correct personalized model
(e.g., face recognition); c) the provider of a system to support
personalized gesture alphabets has to extensively train the
system on various kinds of possible gestures in order to

provide a large range of possible gestures for the user to
choose from. Note that the motion transfer between the various
motions can be trained before shipping the device to the
customer. This is possible since ”unknown” users achieve the
same recognition accuracy as ”known“ users (cf. section IV).
An additional training is necessary only if the user would
introduce a new gesture that has not been trained for factory-
shipped models. By thoughtful design of the factory-shipped
gesture alphabet, the need for such additional training can
be largely avoided. Hence, an observer imitating the gesture
would not succeed in performing the same interaction with the
smart system since either the default or another personalized
gesture alphabet would be used.

The selection of the nine self-recorded hand movements
was based on commonly used gestures for device control, for
example, moving the hand from left to right (Fig. 2(c))/top
to bottom (Fig. 2(a)) to control the moving direction of
drones/robotic arms. This allows the model to be used more
widely on a variety of devices. The pre-trained model provides
a default set of mapping from source motions to target
motions.

Hence, the complexity of perceived interaction is actually
reduced by the possibility of using a personalized gesture al-
phabet over multiple different and possibly disagreeing default
gesture alphabets for various devices.

VI. PRIVACY THREATS OF GESTURE INTERACTION IN
PERVASIVE SURVEILLANCE

Point-Former protects the privacy of individuals in Per-
vasive free-space interaction scenarios by enabling personal
gesture alphabets, thereby obfuscating the nature of inter-
actions. Specifically, interaction with smart environments or
objects may disclose the nature of the interaction to ob-
servers at a larger distance. In particular, knowledge of the
menu structure of a system interacted with, together with
the sequence of movements may reveal which content was
interacted with. A clear adversary model to identify privacy
threats for gesture interaction in pervasive spaces has yet to
emerge. A related domain may be interaction or authentica-
tion with mobile devices. In mobile device authentication,
for instance, the tradeoff between complexity and security
have been considered as important measures [14]. We ar-
gue that, instead, for gesture interaction, security levels are
more likely defined by the type of application (e.g. [15]).
Hence, we utilize the adversary model proposed by Do et
al. in [16] and identify the following privacy threats with
different assumptions in private, public and professional do-
mains. Private domain, for instance, at home: Real persons in
proximity, such as a family member, friend or visitor may
observe an interaction, as well as strangers observing the inter-
action through windows from a larger distance. Furthermore,
malicious or compromised devices in the home may observe
the gesture interaction with other devices or with the envi-
ronment via their sensors, such as cameras (pervasive surveil-
lance). Public domain, for instance, in a mall: Real persons in
proximity and with a larger distance may overlook gesture



interaction. Likewise, interaction may be observed via surveil-
lance installations, such as cameras (pervasive surveillance).
Professional domain, for instance, in a factory: Real persons
in proximity and also at a larger distance may overlook the
gesture interaction. Likewise, interaction may be observed via
surveillance installations, such as cameras (pervasive surveil-
lance).

Point-Former is able to improve privacy protection in all
the above-described scenarios by obfuscating the gesture in-
teraction through the use of personal (i.e. private) gesture
interaction alphabets. In an actual implementation, we suggest
that the smart device would first recognize the user and then
obtains and uses a cloud-provided motion transfer model.
Hence, an observer imitating the gesture would not succeed in
performing the same interaction with the smart system since
either the default or another personalized gesture alphabet
would be used.

Clearly, perfect privacy protection for free-space gesture
interaction is not possible through any technology. Point-
former raises the bar for an observer, who then has to learn the
interaction alphabet. This can be achieved by observing the
interaction for longer periods of time. Hence, Point-Former
is able to protect against unintentional disclosure of privacy.
This refers to zero-effort adversary classes according to the
adversary classification in [17]. Specifically, to an average user
with no additional knowledge of the technical system using
resources available to an average individual. Point-Former
does not protect against adversaries which are willing and
capable to analyse and learn the personal gesture alphabet
through longer observation periods.

VII. CONCLUSION

We proposed a solution to raise privacy protection in free-
space gesture interaction domains, particularly in the presence
of pervasive surveillance. While the framework is not able to
withstand targeted, higher effort attacks of informed, powerful
attackers, Poirt-Former raises the bar for attackers in typical
scenarios. Specifically, zero-effort attacks, such as through
bystanders, friends, family members observing the interaction
but without particular malicious intention or incentive, are
prevented through Point-Former. However, we remark that due
to the nature of gesture interaction, absolute protection from
adversarial observation is, specifically in pervasive surveil-
lance domains, not possible without severe limitations on
usability. Therefore, Point-Former establishes a good privacy
protection level for many typical application scenarios.

Point-Former computes personalized gestures through mo-
tion transfer, protecting privacy for gesture-based pervasive
interaction in the presence of pervasive surveillance. The
approach has been verified for both video and point cloud
based motion transfer. For point cloud based transfer, we
introduced Point-Former and shared the results on 3D and
4D point cloud data. The results indicate that motion transfer
for the generation of personalized gestures is feasible. We also
propose a threat model and analyse the privacy protection with
motion transfer.

In contrast to existing work on motion transfer with skeleton
or video data, Point-Former, as a point-cloud based approach,
does not utilize additional models for pose extraction while
the temporal information is captured by LSTM layers. We
demonstrated that motion transfer based on point cloud data
is able to generate more accurate results (since the points itself
provide a more descriptive relative location of body parts and
pose), while the crude representation preserves the privacy
of subjects. Furthermore, point-based motion transfer is able
to cover the transfer via skeleton information by linking the
extracted points frame-by-frame.

Point-Former requires first that the user is identified towards
the system. In camera-based systems, this is most naturally
achieved through face recognition. Other identification or
profiling systems may exploit voice, or also behavior traits
such as gait or gestures. Another limitation is the compu-
tational complexity of the approach, which constraints the
application to computationally more potent systems. So far,
motion transfer has been tested on mapping 3D (4D) gestures
to other 3D (4D) gestures. We remark that, in principle, cross-
substitution may likely be feasible too. For instance, instead of
using an ordinary camera, a depth camera might be employed
to map from 3D to 4D.
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