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Abstract— Prediction of faults reliably for air handling units 

(AHU) is a key aspect of correcting errors and eliminating non-
optimal functionality. Machine learning classification methods 
with data sampling are widely utilized to forecast these kinds of 
events, which, by their nature, seldom occur in equipment. The 
model proposed in this paper harnesses seven years of data from 
an air handling unit that contains information about, for example, 
temperature, humidity, CO2 content, and fan speed. This paper 
contributes to the field of imbalanced classification problems by 
proposing a novel data undersampling algorithm to enhance the 
classification model results in the presence of imbalanced and 
missing data. Moreover, this paper compares several 
oversampling methods, undersampling methods, probability 
calibration, and machine learning methods. Then, the paper 
reports on the proposed final model (proposed undersampling 
Algorithm 1, Tomek Links, and Logistic Regression) to forecast 
imperfect heat recovery events in an air handling unit that occur 
relatively seldom. The precision of the final model was 0.93 for the 
unseen data; this result was reasonable considering the imbalance 
of data concurring with missing data sequences.  

Keywords—Machine Learning, classification algorithms, 
imbalanced data, data preprocessing 

I. INTRODUCTION  
Prediction of faults reliably for air handling units (AHU) is 

a key aspect of correcting errors and eliminating non-optimal 
functionality. In addition, faults have low proportions in the data 
by their nature. To predict them, machine learning classification 
algorithms can be utilized. However, the classification 
algorithms are often biased towards the majority class samples, 
so that minority ones are not well modeled into the final solution 
[1]. Hence, to extract reliable predictions, data sampling 
together with machine learning classification methods are 
widely utilized for problems with unbalanced data [2, 3]. The 
models developed in this paper harness seven year of data from 
an air handling unit, such as observations of temperature, 
humidity, CO2 content and the fan speed. The aim of this paper 
is to predict imperfect heat recovery events that have low 
proportions in the data with as high precision as possible [4]. A 
good precision is more important than to capture all events as it 
is more costly to summon a maintenance person and invoke 
physical action than miss some errors, for example. 

For the model development, we utilized several data 
preprocessing methods together with six machine learning 
classification methods (more in Section Materials and Methods). 
This paper contributes to the field of imbalanced classification 
problems by classifying events that have low proportions in the 
data (called minority class events) in the presence of imbalanced 
and missing data by proposing a novel data undersampling 
algorithm (Algorithm 1) to be used together with a classification 
model. Moreover, this paper compares several oversampling 
methods, undersampling methods, probability calibration, and 
machine learning methods. Then, the paper reports on the 
proposed final model (a combination of proposed 
undersampling Algorithm 1, Tomek Links random 
undersampling, and Logistic Regression classification) to 
forecast imperfect heat recovery events in an air handling unit, 
which occur relatively seldom. The precision of the final model 
was 0.93 for the unseen data; this result was reasonable 
considering the imbalance of data concurring with missing data 
sequences.  

II. MATERIALS AND METHODS 
A. Experiment setup 

 
Fig. 1. Data is collected from an air handling unit that has heat recovery 

capability: the warm exhaust airflow heats the incoming cold air during cold 
outdoor periods. 



The data was collected from an air handling unit (AHU, 
model eAir, manufactured by Enervent oy, Finland) in 2014-
2021. The AHU had heat recovery capability and was located in 
a one-family-house in city of Porvoo, Finland. The overall setup 
is portrayed in Fig. 1.  

In more  detail, we collected data from 28 different 
parameters of the AHU. The observations contain the heat 
recovery supply and demand ratios; moreover, the observations 
contain some periods, when the observed supply meets the 
demand, and others periods, when the supply does not meet the 
demand. In more detail, when a difference between the heat 
recovery supply and demand ratios is over 80 percentage points 
and lasting over 20 minutes, this is called an event from now on 
in this paper (see Fig. 2). The aim of this paper is to predict 
these events reliably. All recorded events are presented in Fig. 
3 for the seven-year period. 

 
Fig. 2. Example of an event (“heat recovery gap”) is marked with gray 

background color.  

 
Fig. 3. Recorded events in 2014-2021.  

First, the data was cleaned, and observations labeled to 
events and non-events. Eleven invariant or incomplete 
parameters (sensor measurements) were dropped; moreover, the 
parameters utilized directly to make event labels were removed 
to avoid employing these parameters in both defining and 
predicting the same events. The missing data (6% of all data) 
were imputed. To increase the number of predictors for machine 
learning purposes, the mean, the variation, the skewness, and the 
kurtosis of measurements were added. Moreover, the 
differences between temperatures of fresh, exhaust, and supply 
air were added. A further characteristic of this data was that the 
heat recovery functionality (i.e., the basis for judging events 
from non-events) was turned off in random manner (8.3% of 
data); hence, it was not logically possible to determine the label 
for these non-existing observations. Therefore, they were 
dropped. Finally, data was split to train (75%) and test (25%) 
sets so that the sets contained around the same number of events 
(6.08% and 6.35% respectively). The train set was utilized to 
develop the model. The test set was used to validate the final 
model. 

B. Undersampling algorithm development 
To classify events reliably, we formulated a hypothesis that 

the classification result may be improved by preprocessing the 
data utilizing the temporal characteristics of the observations. To 
this end, we now present an algorithm (Algorithm 1) to 
undersample the majority class data in proximity of the minority 
class data as an extension to the strategy proposed in [21]. For 
this algorithm, the observations are reframed into one-year 
windows Awin that are then split into train (Tr) and validation 
(Te) sets for model cross-validation purposes; to avoid 
overfitting the model, Algorithm 1 undersampling is applied 
only to the train set [5]. More specifically, all data is split 
randomly ni-fold so that the resulted train and validation sets 
contain 50% of the one-year windows each; this is used as the 
means for stratifying true events to both train and validation sets, 
albeit in crude yearly granularity [19]. For each fold, the number 
of nu events preceding a true event is scrutinized, and false 
events (non-events) are deleted from these nu events; i.e., the 
algorithm undersamples the majority class samples prior to a 
minority class sample in the timeseries manner so that the 
maximum number of nu prior false events are deleted. For each 
fold, ni, the algorithm returns the undersampled validation set 
UTr for cross-validation purposes. We used this algorithm as 
one of the data preprocessing methods when developing the final 
model. The cross-validation ensures that the Algorithm 1 is run 
several times to help avoiding statistical mistakes when yielding 
the results. 

Algorithm 1. Undersampler of time windows with Boolean masks.  

Input: (Awin, nu) 
Output: Undersampled data (UTr) and GroundTruth (Te)  

1: Tr, Te ← Split(Awin) 
2: m1, ..., mnu ← [], .., []; im ∈ {True, False} 
3: m1 ← GetTarget(Tr[1], .., Tr[|Tr|]) 
4: m2, ..., mnu ← False 
5: for U ← nu + 1 to |Tr − nu| do 
6:     if m1[U ] == True then 
7:         m2[U − 1], ..., mnu[U − nu] ← True 
8:     end if 



9:  end for 
10: m1 ← (m1)∁ 
11: m2, ...., mnu ← m1 and m2, ..., m1 and mnu 
12: UTr ← Tr \ Tr[m2 or...or mnu] 
13: return UTr, Te 
14: → CrossValidate(UTr, Te) 

C. Overall model development 
During the model development, we utilized the following 

classifiers for the initial estimator selection: Logistic Regression 
(LR) [5], Support Vector Machine (SVM) [5], Bagging 
Classifier (BAG) [5], Random Forest Classifier (RF) [5], Naïve 
Bayes (NB) [5], and Extra Trees Classifier (ET) [6]. 
Furthermore, for the initial feature selection, the repeated 
stratified K-fold method was used [18]. After identifying the 
base estimator and the features (i.e., the base model), we started 
a second round of the development work. In this round, random 
data sampling methods were applied to preprocess the data, after 
which the selected base model was applied utilizing this 
preprocessed data. The following oversampling methods were 
employed for the data preprocessing: Random Over Sampler 
(ROS) [7], [8], Borderline SMOTE (BLSMOTE) [9], and SVM-
SMOTE [10]. Moreover, the undersampling methods applied 
were Tomek Links (TL) [10], Edited Nearest Neighbours (ENN) 
[11], Repeated Edited Nearest Neighbours (RENN) [12], One-
Sided Selection (OSS) [13], Neighbourhood Cleaning Rule 
(NCR) [14]. The combined over and undersampling methods 
applied were SMOTE-Random Under Sampler (SMOTE-RAU) 
[8], SMOTE-Tomek [15], and SMOTE-ENN [15]. Finally, the 
probability calibration utilized was Calibrated Classification 
[16]. In this second round of development work, we identified 
the best data preprocessing methods and the best base model 
(combined model). 

 After this, we did a third round of development work. In this 
round, the data was, first, undersampled with Algorithm 1 to 
remove majority class samples in the proximity to the minority 
class samples according to user-defined threshold, nu. Then this 
undersampled data was applied to the combined model from 
above. The best result was the final model. 

After this, the identified final model was tuned; to tune the 
hyperparameters, we utilized nested cross-validation to avoid 
overfitting [17, 18]. To avoid data leakage during model cross-
validation, we took care of adequate data allocation to the input 
of the Algorithm 1, other sampling methods and base model in 
each cross-validation fold. Finally, the unseen data was applied 
to the final model to make a evaluation of the final model. 

D. Metrics 
The cost associated with an inaccurate prediction depends on 

the number of false positives according to the cost function for 
optimal prediction: 

 Sj P(j½x)Cost(i,j,x), (1) 

where prediction x is associated with function Cost(i,j,x), 
which defines the cost of predicting class i for x when the true 
class is j. The goal of (1) is to take a decision to minimize the 
expected cost; the cost function that we utilized was the F0.5-
measure that puts more weight on precision than recall [19]. 

Precision and recall are expressed in scale of 0-1, 1 being the 
best score. This was based on an oral request to develop a tool 
to find out more about the conditions leading to events. In 
practical terms, this would often require sending someone to the 
site of AHU when a positive event has occurred. Hence, false 
positive events are monetarily more costly than false negatives. 
Therefore, for the model selection, we selected F0.5-measure 
that penalizes false positive predictions. Finally, we utilized the 
k-best features method with the Anova F1-measure to calculate 
scores for a provided sample. This method selects the best 
features for the model based on the scores [20]. 

III. RESULTS 

A. Results of the initial data analysis 
The initial analysis of data (Fig. 3) indicates strong 

seasonality year-on-year; moreover, some occurrences of the 
missing data is visible (sudden drops in the graph during the 
summer months). We later learned that heat recovery was 
manually turned off during the summer. From a machine 
learning perspective, this represents random missing timeseris 
data. Overall, the occurrence of this missing data overlaps with 
the occurrence of the events recorded. The total number of 
events was 5066, one event lasting 20–60 minutes. We had 
utilized a resampling so that an event was no longer than 60 
minutes; however,  it can be noted that 50 % of the events were 
consequent and lasted up to four days. The total duration of the 
events was 3066 hours with a median of 35 minutes. The dataset 
is unbalanced: around 94 % of data belongs to the majority class 
and 6% to the minority (event) class. 

B. Results for base methods 
The initial base model selection yielded the best classifier of 

Logistic Regression. However, it can be noted that all initial 
models had modest F0.5-scores (Table I). The best model was 
utilized for further model development. 

TABLE I.  BASE CLASSIFIER SELECTION 

Base 
method 

F0.5-score 

LRa  0.620 (0.094) 
SVM  0.602 (0.103) 
BAG  0.560 (0.209) 
RF  0.621 (0.141) 
ET  0.547 (0.194) 
NB  0.488 (0.135) 

a. The best result is boldfaced. 

C. Results for sampling methods 
This selected base model was developed further with data 

preprocessing (oversampling, and undersampling) and 
probability calibration (Tables II-IV). Furthermore, the result for 
Calibrated Classification was a F0.5 score of 0.533 (0.189). The 
yielded F0.5-scores remained discouraging. Therefore, we 
applied the above developed Algorithm 1 in the model 
development yielding results outdoing the initial ones. Hence, 
the selected best model was the Algorithm 1, the Tomek Links 
and the Logistic Regression (Table V). 



TABLE II.  OVERSAMPLER SELECTION 

Base 
method 

Oversampler 
method 

F0.5-score 

LR ROS 0.560 (0.148) 
SMOTE  0.494 (0.159) 
BLSMOTE 0.594 (0.049) 
SVMSMOTE 0.508 (0.148) 

TABLE III.  OVER-UNDERSAMPLER SELECTION 

Base 
method 

Over-under 
sampler method 

F0.5-score 

LR  SMOTE-RA  0.618 (0.107) 
SMOTE-Tomek  0.543 (0.167) 
SMOTE-ENN 0.530 (0.159) 

TABLE IV.  UNDERSAMPLER SELECTION 

Base 
method 

Under sampler 
method 

F0.5-score 

LR OSS 0.588 (0.142) 
TL 0.594 (0.135) 
ENN 0.626 (0.104) 
RENN 0.566 (0.188) 
NCR 0.567 (0.136) 

TABLE V.  UNDERSAMPLER SELECTION WITH ALGORITHM 1 

Base 
method 

Under sampler 
method 

F0.5-score 

LR OSS & 
Algorithm 1 

0.613 (0.128) 

TL & 
Algorithm 1b 

0.677 (0.069) 

ENN & 
Algorithm 1 

0.673 (0.046) 

RENN & 
Algortihm 1 

0.631 (0.105) 

NCR & 
Algorithm 1 

0.606 (0.168) 

b. The best result is boldfaced. 

D. Final results and the model parameters 
For the finally selected model, the hyperparameter space 

grid-searched included the number of features (5, 10), the C- 
regularizer values (0.1, 1, 10, 100), and the penalty value 
(layer 2 or none). A summary of the grid-search results for the 
final model is in Table VI. Furthermore, for the Algorithm 1, the 
the number of observations to drop prior to a true event was grid- 
searched yielding the best result of 5 observations to drop. 

TABLE VI.  PARAMETERS FOR SELECTED MODEL 

Target  True event 
(“fault”) 

Base method Logistic 
Regression 

Undersampling 1 Tomek Links 

Undersampling 2 Algorithm 1 
Scaler 1 StandardScaler 
Scaler 2 PowerTransformer 
K-best 10 
LR Penalty None 
LR C 0.1 

 
For the selected model Algorithm 1-TL-LR, the final 
verification with the unseen data yielded F0.5 measure of 0.648 
(0.019), the precision of 0.93 and the recall of 0.55. The 
confusion matrix in the Fig. 3 presents the normalized results 
that indicate the success of emphasizing the ratio of true 
positives vs. false positives. Therefore, the final model fulfilled 
the set goal: we aimed at a higher precision, whilst a lower 
accuracy was acceptable. The results are satisfactory 
considering the following three major factors in the model 
development: firstly, we had an imbalanced data set (containing 
around 6 % target events). Secondly, the data had imbalanced 
distribution both within a year (approximately March-October 
in Fig. 2) and year-on-year. Finally, the equipment was turned 
off during periods that overlapped with the target events: the 
missing data contains 8.3 % of data. As for some further results 
of the proposed model, we had an intermittent maintenance log 
to our exposal, and the model successfully included these few 
maintenance events recorded. 

 

 
Fig. 4. Confusion matrix for final model normalized results indicating 

precision  (True positives/False positives) emphasis.  

DISCUSSION  
As for the data preprocessing with Algorithm 1, cleaning a 

number of nu events prior to a target event was a simplistic way 
to identify and extract the difficult-to-classify neighborhood 
information of this data. For tuning the hyperparameters of the 
Algorithm 1, we utilized nested cross-validation to avoid 
overfitting which requires a long sequency of data. This is a 
drawback in the model, even though we believe that in the future 
more data will be available globally as new equipment with 
more sensors and mode data saving capability is taken into use. 
In conclusion, the results of the proposed utilizing Algorithm 1 
indicate that this method is applicable to data with imbalanced 
and missing data.  

For the proposed final model to predict AHU events, 
Algorithm 1-TomekLinks-Logistic Regression, a precision of 
0.93 was reasonable, considering the imbalance of the data 
concurring with the missing data sequences. Overall, we were 



not interested in the causes of the underlying events, but we were 
interested in the forecasting events with a certain precision. The 
proposed model meets that goal reasonably.  

However, as most detected events were left unexplained with 
our self-defined model, we also acknowledge that this is a 
drawback in the model. However, the lack of labels is a common 
problem in the field of residential applications [22]. Overall, the 
data collected warrants optimization of heat recovery 
functionality as the faults or imperfect heat recovery periods, 
lasted 6% of the seven-year data, sometimes lasting for several 
days. Sometimes this caused discomfort to the building users 
that we found out in the related discussions. The proposed model 
gives us a tool to initiate more analysis with the help of 
classifying events, which enables labeling of observations with 
more detailed classification. This can lead to a new model with 
more precision and accuracy to forecast several types of events, 
to correct errors, and to eliminate non-optimal.  

In turn, our developed model utilizes commonly available 
sensors, and resamples the data in hourly basis; hence, it can be 
contemplated that these technical factors alleviate the obstacles 
of the model transferability to various environments. 
Furthermore, the enhancements in energy efficiency, such as 
achieved using the proposed model to correct non-optimal 
functionality, are an important aspect for the smart energy 
buildings as demands to reduce energy consumption have 
amplified recently. 

ACKNOWLEDGEMENTS 
The authors appreciate the invaluable support of Professor 

of Practice Heikki Ihasalo, from Aalto University, Finland and 
Senior Lecturer Avleen Malhi from Bournemouth University, 
the United Kingdom. 

REFERENCES 

 
[1] Alberto Fernanández, Salvador García et al. Learning 

from imbalanced data sets. Book. Vol. 10:79. Springer, 2018.  
[2] Max Kuhn and Kjell Johnson. Applied predictive 

modeling. corrected 5th printing, vol. 600, 2016. 
[3] Gary M Weiss and Foster Provost. Learning when 

training data are costly: 
The effect of class distribution on tree induction. Journal of artificial 
intelligence research, 19:315–354, 2003. 

[4] Kai Ming Ting. Precision and Recall, pages 781–781. 
Springer US, Boston, MA, 2010. 

[5] Gareth James, Daniela Witten, Trevor Hastie, and 
Robert Tibshirani. An introduction to statistical learning, volume 112. 
Springer, 2013. 

[6] Pierre Geurts, Damien Ernst, and Louis Wehenkel. 
Extremely randomized 
trees. Machine learning, 63(1):3–42, 2006 

[7] Nitesh Chawla. Data mining for imbalanced datasets: An 
overview. In Data mining and knowledge discovery handbook, pages 
875–886. Springer, 2005. 

[8] Nitesh V Chawla, Kevin W Bowyer, Lawrence O Hall, 
and W Philip Kegelmeyer. Smote: synthetic minority over-sampling 
technique. Journal of artificial intelligence research, 16:321–357, 2002. 

[9] Hui Han, Wen-Yuan Wang, and Bing-Huan Mao. 
Borderline-smote: a new over-sampling method in imbalanced data sets 
learning. In International conference on intelligent computing, pages 
878–887. Springer, 2005. 

[10] Haibo He and Yunqian Ma. Imbalanced learning: 
foundations, algorithms, and applications,  1.2.1. 2013. 

[11] Dennis L Wilson. Asymptotic properties of nearest 
neighbor rules using edited data. IEEE Transactions on Systems, Man, 
and Cybernetics, (3):408–421, 1972 

[12] Ivan Tomek et al. An experiment with the edited nearest-
nieghbor rule. 1976. 

[13] Miroslav Kubat, Stan Matwin, et al. Addressing the 
curse of imbalanced training sets: one-sided selection. In Icml, volume 
97, pages 179–186. Citeseer, 1997. 

[14] Jorma Laurikkala. Improving identification of difficult 
small classes by balancing class distribution. In Conference on Artificial 
Intelligence in Medicine in Europe, pages 63–66. Springer, 2001. 

[15] Gustavo EAPA Batista, Ronaldo C Prati, and Maria 
Carolina Monard. A study of the behavior of several methods for 
balancing machine learning training data. ACM SIGKDD explorations 
newsletter, 6(1):20–29, 2004. 

[16] Alexandru Niculescu-Mizil and Rich Caruana. 
Predicting good probabilities with supervised learning. In Proceedings of 
the 22nd international conference on Machine learning, pages 625–632, 
2005 

[17] David M Allen. The relationship between variable 
selection and data agumentation and a method for prediction. 
technometrics, 16(1):125–127,1974. 

[18] Gavin C. Cawley and Nicola L. C. Talbot. On over-
fitting in model selection and subsequent selection bias in performance 
evaluation. Journal of Machine Learning Research, 11(70):2079–2107, 
2010. 

[19] Alaa Tharwat. Classification assessment methods. 
Applied Computing and Informatics, 2020. 

[20] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel, B. 
Thirion, O. Grisel, M. Blondel, P. Prettenhofer, R. Weiss, V. Dubourg, J. 
Vanderplas, A Pas-sos, D. Cournapeau, M. Brucher, M. Perrot, and E. 
Duchesnay. Scikit-learn: Machine learning in Python. Journal of Machine 
Learning Research,12:2825–2830, 2011. 

[21] Luís Torgo, Paula Bronco, et al. Resampling strategies 
for regerssion. Expert Systems. Vol. 32, No 3, 469. Wiley. 2015.  

[22] Won Shin, Han Jeongyun, and Rhee Wonjong. AI-
assistance for predictive maintenance of renewable energy systems. 
Energy. 221: 119775. 2021. 

 
 

 
 



Authors’ background 
 

Your Name Title* Research Field Personal website 

Matti Huotari PhD 
candidate 

Computer science, machine 
learning 

https://research.aalto.fi/en/persons/matti-
huotari 

Kary Främling Associate 
professor 

Internet of Things, 
reinforcement learning 

https://research.aalto.fi/en/persons/kary-
fr%C3%A4mling 

    

    

 


