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Abstract—We present work on structuring robotics simulation
scenarios into components. Components can comprise simulation
entities with a physical counterpart such as automated guided
vehicles, drones, robots and machines. Components are typically
further structured into sub-components, e.g., a robot arm or
a gripper, and can be used to build digital twins. Different
aspects for classifying components can be distinguished; here
we concentrate on composability, performance and fidelity.

In this paper, we are mainly concerned with components in
the robotics simulation tool Gazebo used with Robot Operating
System. Several structured scenario case studies are described.
We investigate how these scenarios behave in Gazebo with respect
to performance and fidelity for selected cases.

I. INTRODUCTION

Simulation of industrial equipment plays an important role
in predicting the behavior of new devices in existing environ-
ments before they are commissioned. Furthermore, simulation
allows engineers to get a feeling for new usage scenarios
and to react to future events even before these events occur.
For example, critical situations can be simulated to train staff
and support them to find solutions. Like in the real world,
distinct components can be identified in a simulated scenario.
Typically these components can be further decomposed into
sub-components.

A digital twin (see e.g., [1], [2], [3]) is typically defined
as a digital representation of a (usually) physical counterpart
in the real world, whereby the digital representation is linked
to the real world counterpart, so that updates on the state of
the counterpart are reflected in the digital twin and vice versa.
Simulated components can be connected to the real devices,
thereby serving as digital twins. Digital twins may also serve
as blueprints for the assembly of the corresponding physical
counterparts. [4].

We focus on decomposition of robot simulations intended
for use in digital twins. We use the term simulation com-
ponents to refer to in-principle separable elements that cor-
respond to distinct assets in digital twins, such as different
types of robots. It follows that a simulation component is
also an encapsulated collection of reusable artifacts for sim-
ulation, control and visualization of a cyber-physical entity,
including representations of the physical entity to be simulated,
optionally packaged with configuration or code that defines its
behaviour. Robot software is assumed to be based on the Robot
Operating System (ROS) [5], a framework for assembling
robot software from existing components. Robot simulations

are assumed to be defined in Gazebo, a robotics simulation
environment typically used with ROS. Fidelity refers to a
twin’s capacity to predict the behaviour of the real system,
i.e. how close the simulation is to the actual physical sys-
tem under simulation. Performance refers to user-observable
properties such as prediction latency and throughput as well
as resource requirements. Latency is related to fidelity, since
timely predictions are more useful. Latency may be improved
at the expense of cost.

In this paper, we present a classification of simulation
components with respect to composability, fidelity and per-
formance. The presentation features components with ROS
interfaces and realized in Gazebo that can be used to construct
digital twins with visual aspects, including potentially Mixed
Reality aspects. We present examples and an analysis of fi-
delity and performance of the components from the examples.

The notion of simulation components is closely related to
Mixed Reality (MR), which is concerned with high fidelity
co-existence and interaction of virtual objects with physical
objects in real-time [6], typically presented visually to a human
user. MR arises naturally from the concept of digital twins,
since developers must analyse combinations of physical and
virtual entities and their correspondences. MR aspects will
require additional development effort and become an attractive
target for reuse as components. MR has been used in industrial
settings (see, e.g., [7]. In addition, A MR study on human
behavior based on a Gazebo simulation is presented in [8].
The MirrorLabs project features the development of MR appli-
cations primarily for educational purposes [9]. Our work con-
tinues ideas sketched in [10] where we evaluated latency issues
in distributed Gazebo usage scenarios. Related to our Gazebo
work, production line planning using VR has been studied
in [11] and some work on Functional Mockup Interface-based
simulation is presented in [12]. Early Gazebo simulation work
of unmanned aerial vehicles (UAV) is presented in [13]. Other
Gazebo/ROS simulation work includes [14] and [15].

The paper is structured as follows: Sect. II summarizes the
general context, depicting the main components and research
spaces used. Sect. III describes the simulated components
concept mapped to ROS/Gazebo. Sect. IV presents several
new laboratory implementations based on ROS and Gazebo,
evaluated on composition, fidelity and performance. Sect. V
illustrates results obtained. Finally, Sect. VI presents conclu-
sions and future work.



II. BACKGROUND

The notion of software components and composition, and
the used software stacks ROS and Gazebo as well as the two
labs are described in this section.

A. Software components and composition

There is yet no universally agreed definition of a software
component, although Szypersky’s[16] definition is famously
cited, namely: “A software component is a unit of composition
with contractually specified interfaces and explicit context
dependencies only. A software component can be deployed
independently and is subject to composition by third parties.”
The notion of software components has been associated with
the goal of reducing life cycle costs and improving the quality
of complex systems through several inter-related principles:
Reusability and portability: code packaged as a component
can be used in different deployment contexts with minimal
configuration. Encapsulation: related data and functions are
grouped into components. Contractual interfaces: components
interact with each other only via well-defined, abstractly-
defined protocols, and in all other respects should not interfere
with each other’s operation. Independent deployment: Compo-
nents may be deployed independently of each other, including
to separate computational resources such as threads, cores
and hosts, to improve performance. Independent deployment
typically relies on contractual interfaces. Substitutability: a
component may in principle replace another, provided that
the replacement meets all contractual requirements imposed
on the original. Composability: composite components may
be assembled together in standard ways to achieve new
features and properties. Independent deployment: individual
components may be added or removed from an assembly
without interfering with the running of other components.
Compositionality[17]: properties of a composite component
are predictable from individual component abstractions of
properties and the nature of the type of assembly performed.

B. ROS

ROS is a framework for defining control systems for
robotics [5]. Among several important features, ROS provides
means for programming computational elements called nodes
to communicate abstractly via virtual message queue abstrac-
tions called topics, using just the topic’s name. Similarly nodes
may also access services from each other and parameters
from a designated master node. ROS also provides the so-
called Transformation subsystem (“TF”) which enables nodes
to send messages locating physical objects via their relative
offsets and orientations via a special topic named /tf. In this
paper we focus solely on ROS version 1, referring to it as
“ROS”. A successor version of ROS, ROS 2, not in the scope
of this paper, and not fully compatible with ROS version 1,
is in an advanced stage of development, capable of running
demonstrators and incorporating ROS version 1 components.

ROS supports aspects of software composition as follows:

• nodes are run time components which are independently
deployable, including on separate hosts, and communi-
cate via topics, parameters and services, thereby sup-
porting composition and encapsulation. It is common for
ROS nodes to be substitutable for one another; common
functions such as navigation and their subsystems have
multiple alternative implementations.

• packages are reusable and independent deployable col-
lections of sources or binaries from which ROS nodes
may be run. ROS provides standardization for building
binaries from source, including specification of depen-
dencies, although this can at times be a manual process.
ROS inherits external packaging standards such as from
the Debian and Ubuntu projects.

C. Gazebo

Gazebo1 is a robot simulation tool box. Gazebo is com-
monly used to develop tests for software developed in ROS.
Gazebo provides a framework, extending ROS, which unifies
aspects such as physics-based simulation and visualization
using an XML-based notation to define objects, and a plugin
architecture. Gazebo’s main process gzserver is primarily
a physics simulation engine. Gazebo also provides a web-
based visualization front-end (Gzweb) and a more traditional
visualization client gzclient based on X Windows,

D. Virtual Experiences Laboratory at RMIT

The Virtual Experiences Laboratory (VXLab) at RMIT
University in Melbourne, Australia, is a multi-disciplinary
laboratory supporting combinations of physical automation,
virtualization and visualization [18]. VXLab includes a sig-
nificant training component through capstone work-integrated
learning projects for bachelor and coursework masters students
near completion of their degree program [19]. VXLab hosts
robots and drones as part of a broader set of facilities including
a Xeon data centre cluster for development/simulation, 7m
tiled display wall and virtual reality work spaces. In particular
VXLab includes a mobile Cobot “Rosie” which is a Rethink
Robotics Baxter two-armed Cobot, mounted on a Dataspeed
Inc. mobile battery powered mecanum wheel base a Mobile
Industrial Robotics MIR 100 and a Cyber-physical Simulation
platform (CSRack). 2

For capstone projects, VXLab provides technical sup-
port and onboarding including handover of code from prior
projects. Curation is therefore also important, with deliverables
typically as open source, with an Apache 2.0 style license, plus
a demonstration video.

E. Aalto Factory of the Future

The Aalto Factory of the Future3 (AFoF) comprises a space
shared by humans, robots and production stations. The facility

1http://gazebosim.org/
2For background see (overview) https://youtu.be/2Y5EyVRSVU0,

(drones) https://youtu.be/7dWORnZafRw, (picking/delivery) https://youtu.be/
2XB5GXtKr6w, and (navigation/simulation) https://youtu.be/Jtl j8n0Mf8

3https://www.aalto.fi/en/futurefactory
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serves as a platform for projects in the area of software,
AR and VR applied to future production systems. We are
particularly looking into flexible manufacturing and dynamic
reconfiguration aspects.

III. APPROACH

This paper investigates the relationship between digital twin
components, their simulation fidelity, and performance.

Simulation components and composition: Simulation
components in our work are simulation objects that may
feature a counterpart in the physical world such as a single
robot, or automated guided vehicles. This is similar to the
definition of a digital twin. Simulation components may be
expected to reflect aspects of software components.

Gazebo supports aspects of composition as follows:
• Models correspond roughly to the notion of simulation

component, and may be active, such as robots, vehicles or
humans, or passive, such as furniture. Models consist pri-
marily of a 3D rigid body model with physical attributes
in a format such as “xacro” definition. Moreover models
are typically defined by reference to Gazebo’s plugin API,
in particular for sensors and actuator controllers.

• Actors also correspond to our notion of simulation com-
ponent but focus on a more limited, scripted notion of
behaviour.

• Worlds are reusable entities defining a single simulation
and its objects and associated artefacts.

• Launch files are reusable entities defining a configuration
context for loading an entity such as a world, actor or
model.

Models may be deployed separately in the sense that it
is feasible to define models and include them in a simu-
lation independently, without modification and reference to
each other. However model definitions are declarative, and
are simulated in a common simulation process in the same
limited number of threads. Consequently model deployment
constrained to a single host. Moreover models are typically
defined by reference to plugins defining certain core behaviour
such as for sensors or actuators, which must be available on
the simulation process host to be loaded by Gazebo.

There are also additional limitations of the combined
Gazebo/ROS ecosystem in relation to TF which make it
difficult to include multiple models without TF frame name
collisions. Although model definition supports a notion of
namespaces, Gazebo’s conventions for translating model joint
names into TF frame names may result in TF frames from
separate objects interfering with each other. The preferred
approach to dealing with this is to ensure a separate TF
subsystem for each model by use a distinct master node system
for each distinct model.

The notions of model composability and encapsulation may
be regarded as complex, since objects may interact according
to multiple physical aspects. The dominant complexity arises
in relation to collision, with accompanying notions of friction,
etc. Experience suggests that debugging and optimization of

simulations is significantly concerned with the unexpected
consequences of such interactions.

Fidelity: Fidelity refers to the correspondence of the
simulation to the physical system or device being simulated.
Fidelity can be further distinguished for individual aspects
such as physical correspondence or correspondence of a soft-
ware user interface. The notion of fidelity in simulation can
be traced back at least as far as the design of mechanical
simulators [22].

Performance: For software components, performance
refers to a collection of attributes which are either user-
visible properties, such as response time or throughput, or
computational resource requirements, such as system load or
execution time[20].

IV. CASE STUDIES

This section presents our case studies, implemented in ROS
and Gazebo, both on the construction of simulation artifacts
and the measuring of latency.

A. FollowBot (VXLab)

FollowBot is specified as a MIR100 robot in the VXLab
using computer vision to follow a designated human user
wearing a coloured vest via a colour blob recognition al-
gorithm, with the intention that the MIR100 will act as a
mobile tool box carrier for the user. Due to delayed delivery
of the MIR100 to VXLab, in the delivered implementation
(see Fig. 1)4, FollowBot uses VXLab’s Rosie as a stand-in for
the MIR100, combined with a digital twin of VXLab and a
MIR100. The real time command stream of Twist messages
generated by the vision and decision systems is sent both to
Rosie and the digital twin.

B. DeliveryTeam (VXlab)

DeliveryTeam is specified as a pair of mobile robots col-
laborating on acceptance of a delivery to the VXLab. Due to
COVID-19 restrictions, the prototype is built on a digital twin
of VXLab and the robots. In the delivered implementation,
VXLab’s robot Rosie navigates to the lab entrance and inter-
acting with a proxy for the door control5. The digital twin of
VXLab includes pre-integrated components for robots, as well
as navigation and vision-guided pickup.

C. Corona Clean Team (VXLab)

Corona CleanTeam is specified as a pair of mobile robots
collaborating on COVID-19 measures; a mix of direct mea-
sures such as cleaning/temperature monitoring and automa-
tion to remove human-human contact. Due to COVID-19
restrictions, robots located in VXLab are simulated, using an
updated version of the digital VXLab twin for DeliveryTeam
above. In the delivered implementation (see Fig. 2), a MIR100
robot navigates the lab, searching for people, and stopping to
offer hand sanitizer to each person. The system incorporates
additional configuration for e.g. navigation, off the shelf actors

4See also FollowBot video at https://youtu.be/50XRS8l7Iv0
5See also DeliveryTeam video at https://youtu.be/aYiqchH3MK4
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Fig. 1. Baxter following operator in orange vest. Inset: Simulated MIR100 with clone of command stream from physical Baxter.

for humans, a custom hand sanitizer bottle model, and an off
the shelf time of flight sensor-based vision system for the
MIR100.

D. RoboCoStack (VXLab)

RoboCoStack is specified as enabling two distant human
users to interact via a common virtual stack of toy blocks,
realised at each location by local physical blocks and a robot
avatar. The virtual stack could be used as an intuitive co-design
tool; as users move blocks, both stacks stay in conformance as
much as possible with the common virtual stack determined
by the overall system which (somehow) resolves potential
conflicts such as incompatible block moves. Due to COVID-
19 restrictions, the system, consisting of two physical Baxter
robots in separate locations, namely VXLab and RMIT Uni-
versity South Saigon Campus, are simulated. Development is
an agile process progressively removing simplifications. Most
importantly, in the delivered implementation (see Fig. 3): (i) a
small number of blocks are used, (ii) blocks are marked with
visual codes, or (iii) only one user at a time may rearrange
blocks. The system is based on the digital VXLab twin for
DeliveryTeam above, incorporating pre-existing components6.

E. DroneFlote (VXLab)

DroneFlote is specified as a drone controlled by a camera-
based human motion tracking system; the primary goal is
to implement and experiment with simple metric-based ap-
proaches to evaluating human posture, to direct different ways
drones respond to the body. Due to COVID-19 restrictions,
physical drones are simulated. In the delivered implementation
(see Fig. 4), the user is tracked using Posenet, deployed in
a web browser, with a simple metric based on the angle of
lean of the tracked user to determine whether the drone stays
stationary, rises or falls.

6See vision guided block grasping video at https://youtu.be/Yw1vRZyYyNg

F. AGV Control in the Factory of the Future

Here, we built a Gazebo-based simulation environment of
the Aalto Factory of the Future with an AGV (a MIR 100)
operating inside. The project is primarily concentrating on the
investigation of flexible manufacturing scenarios that require
dynamic usage of the factory equipment for small lot sizes and
the manufacturing of different products in the same facility at
the same time. The AGV operates in the physical world while a
simulation is happening in a virtual machine in parallel. One
objective of this project is to measure the latency between
simulation and physical world.

V. EVALUATION

Table I summarises our case studies with respect to com-
posability, fidelity and performance, with detail as follows.

A. Composability

In Corona CleanTeam, two different robots are simulated.
As discussed, this requires use of two ROS masters to ensure
independent deployment and encapsulation of their respective
navigation subsystems and associated robot state infrastruc-
ture.

An interesting exception to typical constraints arises in the
case of telepresence prototypes as illustrated in RoboCoStack:
there two robots interact purely virtually, thus a system
simulation may be realized without compromising fidelity
by creating two separate Gazebo simulations, with separate
ROS masters, one for each robot. The two simulations are
loosely coupled. This is in emulation of an expected real world
implementation where the two robots are remote from each
other and coupled via the ROS remote topic relay mechanism.
Therefore typical limitations on composition and scalability,
and therefore performance, need not apply: the two robots
models need not be run in a single simulation, nor must the
two simulations be run on a common host.

https://youtu.be/Yw1vRZyYyNg


Fig. 2. Corona Clean Team in operation: (i) Full lab with MIR100 attending to human at door; (ii) Close-up view of MIR100 carrying sanitizer.

Fig. 3. RoboCoStack in operation: (a) scanning a stack with in-arm camera; (b) replicating stack in second location

B. Fidelity
Low fidelity might be expected to mask bugs in the real

system: For example, in DeliveryTeam, due to development
time limitations, several approximations are made, notably
the door pushbutton is approximated by an off the shelf
Gazebo model. In DroneFlote, simulation is based on emergent
behaviour of the four drone rotor blades.

There was one instance where poor fidelity compromised
the simulation but would not be expected directly to com-
promise the real-world case. In RoboCoStack, marked blocks
drift at the default time step, affecting the integrity of the
constructed block stacks and limiting the effective simulation
time to a few minutes. However this would not be expected

to lead to issues in real world behaviour of the system.
Moreover, in developing the simulation platform used for

Corona CleanTeam it emerged that the MIR100 is too short
to be detected by Rosie’s ring LIDAR. This had not been
identified previously in risk assessments. Finally, use of com-
bined physical and digital twins in FollowBot potentially en-
ables comparison of physical and digital behaviours, including
automatically, potentially reducing the weaknesses of purely
physical or digital twins.

Simulation Latency: Simulation latency is an important
aspect of fidelity especially when the simulation is incorpo-
rated in real time into control of the real system. Fig. 5 shows
the experimental setup for measuring the delay between a



Fig. 4. DroneFlote in operation: (i) Human operator and PoseNet configuration; (ii) Simulated CrazyFly drone in Gazebo

Case study (Site) Composition Fidelity Performance
How to optimally compose? Trade vs performance Trade vs fidelity
- typically single process, single host and cost and cost

FollowBot Physical robot Rosie follows coloured vest. Potential divergence due to different robots and
(VXLab) Twist message topic copied to MIR100 twin initial states
DeliveryTeam Simulated robot Rosie navigates to door, Simulated lab; door “button” is approximate
(VXLab) manipulates “button”
Corona CleanTeam Two simulated robots: Rosie + MIR100. Rosie cannot detect MIR100 gzserver CPU: 531%
(VXLab) Separate ROS masters (too short) gzclient CPU: 141%
DroneFlote Single simulated CrazyFlie drone Simulation based on emergent behaviour gzserver CPU: 137%
(VXLab) controlled by human gestures of quadrotor blades gzclient CPU: 135%
RoboCoStack Two simulated Baxters (2x Gazebo), Block drift–requires 10x finer timestep (slower) gzserver CPU: 370 + 359%
(VXLab) “Slave” Baxter manipulates blocks with Marker recognition can be inaccurate. gzclient CPU: 154 + 152%

visual codes
AGV in the AFoF One simulated AGV Comparison between real and simulated AGV
(AFoF)

TABLE I
CASE STUDY OVERVIEW

Gazebo based simulation and the real device (for details, see
[21]).

The idea is to have a simulation environment in the cloud
and a MIR 100 AGV in the local environment, both running
in parallel and capable of seamlessly exchanging data. For
testing purposes, the results of the simulation are displayed in
a local machine next to the AGV. A script running on the same
host as the web client (black block in Fig. 5), monitors the
localization information published from the AGV. The data
is obtained by subscribing to the corresponding ROS topic.
Simultaneously, the same script captures the changes displayed
on the 3D visualization, rendered by the Gzweb client through.

The fidelity test consists of executing a controlled iterative
mission programmed in the AGV. The time stamps between
the sources are compared to obtain the time difference (delay)
between the visualization of the simulation and the local robot
behavior. We measured an average delay of 387.53 ms with a

local setup in Finland and a cloud provider in the Netherlands.

C. Performance

Table I shows CPU consumed by gzserver and gzclient
for selected projects, each running on their own host with
identical CPU and memory. CPU consumed is shown as a
percentage of one single CPU core, as observed by the Linux
top utility in non-threaded mode. For RoboCoStack two
separate gzserver/gzclient instances run, one per robot, with
figures given for both. For all projects, percentages are greater
than 100, signifying that gzserver is multithreaded and is in
fact capable of utilizing more than a single core. Thus, for
RoboCoStack, the sum of utilization is higher overall, since
there is greater scope for parallelism as well as duplication of
computation by the core simulation engine.



Fidelity evaluation setup
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Fig. 5. Fidelity evaluation setup for cloud visualization

VI. CONCLUSION

We presented work on structuring automation simulation
scenarios using components in ROS and Gazebo. A notion
of simulation components was introduced. Different examples
based on development case studies were evaluated with respect
to component composition, fidelity and performance.

Future work comprises looking at more complex and dis-
tributed scenarios. In addition, we are working on an estimator
to predict latency delays. These can be used to increase the
fidelity of simulated components in real-time or near real-time
simulations.

Another line of exploration would exploit simulation
(model) component validity, which in contrast to fidelity,
emphasises fitness for purpose, and thus relates to notions of
parameterized contracts and their effective representation [24].
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