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Spherical Maps of Acoustic Properties as Feature
Vectors in Machine-Learning-Based Estimation of

Acoustic Parameters �

Ricardo Falcón Pérez, AES Member AND Georg Götz, AES Fellow AND Ville Pulkki, AES Fellow
(ricardo.falconperez@aalto.fi) (georg.gotz@aalto.fi) (ville.pulkki@aalto.fi)

Acoustics Lab, Department of Signal Processing and Acoustics, Aalto University

This work suggests a method of presenting information about the acoustical and
geometric properties of a room as spherical images to a machine-learning algorithm
to estimate acoustical parameters of the room. The approach has the advantage that
the spatial distribution of the properties can be presented in a generic and potentially
compact way to machine learning methods. The estimation of reverberation time
T60 is used as a proof-of-concept study here. The distribution of absorptive material
is presented as a spherical map of feature values, in which each value is formed by
calculating the equivalent absorption area visible through the corresponding facet
of a polyhedron as seen from the polyhedron’s center point. The pixel values are
then used as feature vectors, and the real measured T60 values of corresponding
rooms are used as target data. This work presents the method and trains a set of
neural networks with di�erent spherical map resolutions using a dataset composed of
real-world acoustical measurements of a single room with 831 di�erent configurations
of furniture and absorptive materials. The estimation of reverberation time using
the proposed approach exhibits a much higher accuracy compared to simple analytic
methods, which proves the validity of the approach.

0 Introduction

The estimation of room acoustic parameters based
on geometric data and acoustic properties of materials
is needed in many applications, such as in the design of
room spaces, the design of audio systems for public ad-
dress, and in virtual reality audio engines. The parame-
ters typically estimated are, for example, reverberation
time T60, direct-to-reverberant ratio, and sound pres-
sure level SPL. The parameters can be estimated using
simple mathematic expressions, such as the Sabine for-
mula for T60 or the 1/r law for SPL generated by direct
sound [1]. In most cases, such expressions are based
on very few parameter values that describe the situa-
tion holistically, such as the volume and the amount
of absorptive material in space, or the source-receiver
distance. The holistic parameters are usually describing
the scenario only coarsely. For example, the parameter
quantifying the amount of absorption material in the
Sabine equation is a single-valued scalar variable, and
consequently, the approach implicitly assumes that the

�To whom correspondence should be addressed: e-mail:
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absorption material is distributed evenly on the sur-
faces. This is often not the case, and violations to it
produce errors in the estimation of T60 [2].

On the other hand, several methods exist for esti-
mating room acoustic parameters based on simulations
of sound propagation in enclosed spaces [3]. Such meth-
ods simulate the propagation of sound in a room from
a source to a receiver, thus resulting in an impulse re-
sponse, from which room parameters can be calculated.
Simulations require detailed information of the room
geometry and the acoustic properties of the materials.
The methods can be computationally very expensive
in complex rooms. Nevertheless, the estimated values
for room acoustic parameters are more accurate than
those obtained from simple equations.

Machine learning is a powerful method for various
complex classification and parameter estimation tasks,
in which a lot of data is available or can be collected
[4]. The estimation of room acoustic parameters is in
principle such a task. However, the presentation of the
geometry of a room to a machine learning method is not
straightforward. Geometric data is usually presented
as a text-based list of geometric surface parameters
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and their acoustic properties. However, such a represen-
tation is generally unintelligible by machine learning
methods. The authors are not aware of earlier meth-
ods to extract features from such property lists, and a
method is proposed for the task in this article.

We are proposing a method to represent the geomet-
ric information of the room and its acoustical properties
as spherical images from a selected viewpoint in the
room, where the image composes of a spherical grid of
feature values. Each feature value corresponds to an
integral of an acoustic property over the directions seen
through a facet of a polyhedron viewed from the center
location of the sphere. The values form the feature vec-
tor, which is then used in machine learning with neural
networks. The acoustical property, of which the feature
values are integrated, can be selected di�erently for
di�erent applications. For example, the feature values
could be integrated from the distances to surfaces in
the room, the amount of absorption visible through
a facet, or the roughness of surfaces. The motivation
for the approach is that the computation of such maps
is an easy task with present graphic processing units,
and running a pre-trained neural network with feature
value vector is also a computationally light task. The
method could thus potentially estimate acoustic pa-
rameters in real-time use, for example with a 20 Hz
update rate in computer games.

In this work, we present the approach in general and
apply it as a case study in the estimation of T60. We
use spherical images following platonic solids, in which
the feature values correspond to the amount of absorp-
tive material seen through each facet. The presentation
of absorption area as a spherical map can be seen as a
generalization of a single value absorption area to a 3D
representation of the distribution of absorbent material
in the room. The method is tested with responses mea-
sured from a single rectangular room with 831 di�erent
configurations, exhibiting a wide range of T60. We show
that, at least in this case, the proposed method using
only 20 feature values contains the information which
enables more accurate estimation of T60 than simple
mathematical expressions.

1 Background and related work

In this work, the usability of spherical feature value
maps is tested for the estimation of T60 of a single
room with di�erent furnishings. Therefore, the existing
methods for T60 estimation are reviewed shortly in this
section.

1.1 Simple methods to estimate T60
If the geometry of a room and the absorption prop-

erties of its surfaces are known, Sabine’s formula can
be used to estimate the reverberation time T60 [5]

T60 = 0.161V

S
, (1)

where V is the volume of the room [m3] and S is the
total absorption area of the room surfaces computed
as

S =
Nsurfsÿ

i=1
Si =

Nsurfsÿ

i=1
–iAi (2)

by summing the product of the absorption coe�cient
–i and the surface area Ai [m2] over each surface i.

Sabine’s equation has been derived with the assump-
tion that the absorptive material is distributed evenly
among all surfaces. Quite often this is not the case, for
example, the walls of a room may be made of a material
with high absorption, while the floor and ceiling have
low absorption. If the floor and ceiling are parallel to
each other, a flutter echo may occur between them,
and the measured T60 value will be much higher than
the value estimated with Sabine’s equation.

The inclusion of the distribution of absorptive ma-
terial in such analytic formulations is not straightfor-
ward. In [2], several suggested formulations were tested
over a large set of T60 measurements in a varechoic
chamber. Overall, the formulations provided similarly
biased results. The original Sabine’s equation was per-
forming with similar accuracy as the other systems.
However, a formulation suggested by Fitzroy [6], which
includes some geometrical aspects of the space, per-
formed slightly better in the comparison. The empiri-
cally derived equation assumes a relation within three
possible decay rates along the three basic axes in a
rectangular room and is expressed by

T = 0.161V

A2
ÿ

j

≠Aj

ln(1 ≠ –j) , (3)

where j = x, y, z denotes the current axis, A is the
total area of all surfaces, Aj is the total area of the
opposite parallel surfaces along the axis, and –j is the
average absorption coe�cients for each pair of opposite
walls.

1.2 Estimation of T60 with acoustic models of
rooms

In addition to simple analytic estimation methods,
it is possible to use some more complete acoustic field
simulation tools to estimate T60. The room geometry
is described as a list of surfaces and their acoustic
properties, and the parameters of the source(s) and
receiver(s) are set by the user. The room impulse re-
sponse of sound propagating from a source through
space to a receiver is first simulated, and the value
of T60 is estimated from the decay of the response.
The simulation is typically conducted using geometri-
cal acoustics modeling methods, such as the ray-based
simulation of direct and reflected sounds [7, 8].

However, the computational complexity of such ray-
tracing methods is still quite high, and they neglect
the di�raction e�ect [3]. Consequently, the ray-based
methods may not give correct results for T60 in com-
plex geometries. For example, the seating area of an
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auditorium is composed of a high number of non-planar
surfaces and a large number of di�ractive edges. The
sound reflected from there can not be explained easily
with reflections of sound rays.

A wave-based approach has also been proposed for
T60 estimation with the promise of higher sound qual-
ity [9]. The method is computationally very expensive
and is not fitted for real-time estimation of T60 in
virtual reality applications. The issue of computational
load has been solved by running a very large number
of simulations of sources and receivers in advance and
storing the T60 parameters in memory. However, this
requires a relatively large allocation of memory, and
also that the geometry of the world does not change
prominently during run time.

The machine-learning-based approach of estimating
T60 from the geometry of a room presented in this arti-
cle can in principle be applied also in virtual reality. It
has the promise of very low computational complexity
while producing high plausibility or high perceptual
quality in synthesized reverberation.

1.3 Presentation of room geometrical features for
neural netwoks in computer graphics

The task of simulating sound propagation inside a
room is comparable to the process of scene rendering
in the computer graphics domain, where the former
models sound waves while the latter models light rays.
Although there exists a large number of classical com-
puter vision algorithms based on physical models that
operate on geometrical properties, recent developments
utilize neural networks for applications such as ray
tracing and image manipulations [10]. Depending on
the specific task, these solutions require input data
presented in an appropriate form, so that it can be
processed by the neural networks. In general, the input
data can include images, geometrical models with the
shape of surfaces, light reflection properties of surfaces,
or camera information, among others.

The choice of input data and its form is not trivial,
as the data needs to (1) contain the information that is
relevant to the task, and (2) be presented in a format
that the neural network architecture can exploit. For
computer graphics solutions, this information is usually
presented in two forms: as rendered images of a scene,
or as meshes, which are 3D models of objects or scenes
[10, 11]. These images and meshes can include data
beyond pure geometry, for example about reflectivity,
occlusion, or albedo. Other approaches employ a set
of layered 2D images together with a graph detailing
hierarchical information about sections of the images
[12]. The main disadvantage of these features is that
they can have very high dimensionality in complex
scenes, therefore requiring large neural networks models
which can be computationally very expensive.

In this work, we use a method that is similar to
the approach of utilizing high-resolution images of the

rooms. We also present the geometrical information to
the networks as images, more specifically as 3D spheri-
cal images. However, in our application the required
number of pixels, or feature values, is relatively low as
explained in Section 2.

2 Spherical map representation of absorption area
distribution in a room

2.1 Fundamental idea
Acoustic parameters of a room are strongly influ-

enced by the room geometry and its surface materials.
Consequently, previous approaches for calculating T60
attempt to parameterize the room geometry and sur-
face materials. Whereas Sabine’s formula given by Eq.
(1) solely relies on the volume of the room and its
total absorption area, Fitzroy’s formula given by Eq.
(3) takes the distribution of absorption area along the
three basic axes in a rectangular room into account.
The spherical maps proposed in this section take this
idea one step further by generalizing it to an arbitrarily
fine sampling of the absorption area with respect to
its directional distribution.

A spherical map is a spherical image that represents a
certain parameter of the room with respect to multiple
directions as seen from the spherical map origin. Every
pixel of that spherical map represents the parameter’s
value in the corresponding direction. Mathematically,
this can be understood as representing the parameter
by continuous spherical coordinate angles (Ë,Ï).

2.2 Calculation of spherical maps for T60
estimation

This section will illustrate the calculation and usage
of spherical maps for the concrete use case of T60
estimation. We propose the usage of limited-resolution
spherical maps, which describe the distribution of the
absorption area for only a limited number of discrete
directions (Ëk,Ïk).

When estimating T60, it is common to have access to
a 3D model of the room, in which the room geometry
is described as triangulated surfaces. Additionally, at
least qualitative information about the materials of the
room surfaces is usually available. This information can
be used to determine the absorption coe�cients –i and
calculate the respective absorption areas Si for every
surface i of the room (c.f. Eq. (2)). The triangulated
surfaces and their associated absorption areas are the
only required inputs when calculating the proposed
spherical maps for T60 estimation.

Limiting the resolution to a set of directions implies
that the resulting absorption area values S(Ëk,Ïk)
should be understood as the integral of all absorption
areas Si in the proximity around the directions (Ëk,Ïk).
Such a proximity can for example be described by the
volume inside a cone or pyramid oriented towards the
investigated direction.
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We propose to use platonic solids, such as tetrahe-
dron, cube, or icosahedron, to divide space into prox-
imities that cover the entire room as evenly as possible.
The directions (Ëk,Ïk) are then given by the center
points of the platonic solid faces and the absorption
area proximities can be determined with the following
steps. First, the platonic solid is placed in the center
of the room. Then, a pyramid is constructed that has
its apex at the center of the platonic solid and its base
given by the platonic solid faces. After that, the lateral
pyramid edges are elongated away from the apex to-
wards the outside of the room. Finally, the absorption
area proximity is defined as the inside of the pyramid.

Figure 1 illustrates the idea of absorption area prox-
imities with an exemplary room configuration consist-
ing of two shelves, a carpet, a door, six ceiling lights,
and a window with a windowsill. The shelves, the door,
and two of the ceiling lights are entirely located inside
the shown pyramid. Therefore, their entire absorption
area is added to the absorption area described by the
corresponding cube face. In contrast, only approxi-
mately half of the carpet is located inside the pyramid.
For the carpet, it is therefore necessary to determine
which portions of its absorption area should contribute
to the investigated proximity.

The following steps can be executed to determine
which portion of a surface is located inside a proximity.
A room surface is located entirely inside a proximity
if all of its vertices are located inside of it. Otherwise,
intersections between the pyramid’s lateral faces and
the investigated surface have to be calculated. For tri-
angulated room surfaces, this can e�ciently be done by
computing triangle-triangle-intersections. The triangle-
triangle-intersections will return a set of new vertices
that lie both on the investigated room surface and
either one of the pyramid’s lateral faces. By taking the
resulting vertices and the vertices inside the pyramid
together, a polygon can be spanned that e�ectively

x
y
z

Figure 1: A cube is placed approximately in the middle
of a room to calculate spherical maps of absorption area.
A pyramid that is used to determine the absorption
area proximities is depicted in orange.

delimits the portion of the room surface inside the
pyramid. The area of this polygon is then taken as
the area of the room surface located inside the investi-
gated proximity. Figure 2 clarifies this procedure for
the proximity corresponding to the blue icosahedron
face. Whilst the small room surface, which is placed
closer to the icosahedron, is located entirely inside the
pyramid, the other room surface has one vertex sticking
out. Triangle-triangle-intersections between the pyra-
mid’s lateral faces and this room surface result in the
two new vertices depicted in orange. The portion of
the room surface that contributes to the absorption
area value of the proximity is therefore described by
the green polygon connecting the green and orange
dots.

2.3 Exemplary spherical maps with di�erent
resolutions

Spherical maps of acoustic features can be calculated
by utilizing platonic solids. Figure 3 depicts exemplary
spherical maps of absorption area of the room configu-
ration illustrated in Figure 1. The maps were calculated
by using either a cube or an icosahedron. The orien-
tation of the platonic solid was defined, such that the
direction (Ë = 0°,Ï = 0°) corresponds to the direction
of the positive x-axis, with the azimuth angle Ï increas-
ing in the counter-clockwise direction and the elevation
angle Ë increasing upwards.
Both spherical maps indicate increased absorption ar-
eas towards the front of the platonic solid due to the
two shelves. However, only the icosahedral map reveals
that the absorption area is located closer to the floor
and not at the center of the wall or the ceiling. Both

Figure 2: The absorption area in the direction corre-
sponding to the blue icosahedron surface is calculated
by determining which room surface portions are located
inside the direction’s proximity. Inside portions are de-
picted in green, whilst outside portions are depicted in
red. The vertices obtained from the triangle-triangle-
intersection between the lateral faces of the pyramid
and the room surface are indicated by orange dots.
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maps show absorption on the floor due to the carpet.
Although the cube map has a distinct face that is
supposed to include absorption below the cube, some
portions of the carpet seem to be covered by the lat-
eral cube faces as well. For instance, the left cube face
(Ï = 90°) shows some absorption, although the room
consists only of a concrete wall in that direction. In
contrast, the icosahedron map captures the placement
of the carpet better and displays less absorption for
the previously discussed concrete wall.
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Figure 3: Spherical maps of absorption area for the
exemplary use case of T60 estimation. The maps are
calculated for the room configuration depicted in Figure
1. The basis for calculating the maps was a cube and
icosahedron respectively.

3 Data

In the following sections, we will use a machine-
learning model to estimate T60 values from an arbitrary
absorption area distribution, represented by spherical
maps of di�erent resolutions. In general, the quantity

and quality of the data used for training constrain
the performance of machine-learning algorithms. For
our purpose, we require a data set consisting of room-
impulse response (RIR) measurements and 3D models
of the corresponding room configurations. Furthermore,
the 3D models should include information about surface
materials. Although there exists already a variety of
related room acoustic datasets, such as [13, 14, 15, 16],
none of them provided all of the information required
for our purpose. Therefore, a new dataset was collected.

3.1 Dataset description
The dataset consists of RIR measurements conducted

with an em32 Eigenmike microphone array. Full 3D
models of the room and its furniture are included for
all measurements. Furthermore, the 3D models contain
additional meta-information, such as surface materials
and their corresponding absorption coe�cients accord-
ing to the tabulated values from [8].

All measurements were conducted in a single room
– namely, a small shoe-box-shaped o�ce of 4.9m ◊
4.4m ◊ 2.9m, having a vinyl-coated concrete floor and
concrete walls, a large window on one wall, and a single
door. Variance was introduced by adding or removing
furniture, and by moving the furniture objects to vari-
ous positions around the room. These positions were
mostly random, although the majority of them roughly
resemble typical scenarios of real spaces such as o�ces
or living rooms. Perhaps the most interesting situations
include furniture positions where the source is occluded
from the receiver by highly absorptive material. Table 1
summarizes the 4 di�erent types of furniture objects
used in the measurements together with their avail-
able quantities. The position and orientation of these
objects within the room create a unique acoustical en-
vironment. In this work, we refer to the combination
of room and furniture objects as room configuration.
Each room configuration is unique concerning the quan-
tity and positioning of the aforementioned objects. A
distinct 3D model is available for every room config-
uration. In total, the dataset consists of 831 di�erent
room configurations.

For every room configuration, RIRs were measured
with exponential sine sweeps, utilizing a setup that
consisted of an Eigenmike microphone array and four
Genelec loudspeakers. Their positions remained static
throughout the entire dataset acquisition. In total, the
dataset contains 3324 RIR measurements (831 room

Table 1: Furniture objects used during the measure-
ments of the new dataset.

Furniture object type Description Available quantity

Shelf Rollable bookshelf 4

Drawer Rollable drawer, the type which
is used next to desk 4

Absorption wedge Absorption wedges, the type which
is used in anechoic chambers 50

Carpet tiles approx. 0.5m ◊ 0.5m 56
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(a) Geometric model (b) Spherical photograph

Figure 4: Geometrical data for a typical room configuration of the dataset. In the 3D model depicted in (a), the
blue speaker icons represent the 4 fixed loudspeaker positions, and the red arrows indicate their orientation. The
orange icosahedron shows the microphone position. The spherical photograph (b) shows the room at the time
of the measurement from the microphone position and includes an overlay of the resulting cubical map (dark
overlay = high absorption). The spherical photograph of (b) is not required for the calculation of the spherical
map. It is only shown in the Figure to demonstrate the nature of absorption area spherical maps.

configurations ◊ 4 loudspeaker positions), where each
RIR should be understood as a 32 channel Eigenmike
recording. Figure 4 shows a spherical photograph of
the room in a typical room configuration, as well as
the positions of the loudspeakers and the microphone.

4 Methodology
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Figure 5: Block diagram of the proposed approach
for estimation of room acoustic parameter T60 using
spherical images representing the distribution of ab-
sorption on the surfaces of the room. This approach
includes a feature extraction process that generates
spherical maps, and a neural network that performs
the estimation.

As shown in Figure 5, our approach consists of two
components: (1) a feature extraction process that uses
the raw 3D model of the room geometry and the ap-
proximate absorption coe�cients to generate spherical
maps of absorption area, and (2) a machine-learning
model based on a shallow fully connected neural net-
work. The network estimates the T60 for all frequency
bands, using the spherical maps in addition to the
position and orientation of the loudspeaker and micro-
phone.

4.1 Feature extraction
The dataset outlined in Section 3 consists of RIR

measurements and 3D models that describe the var-
ious room configurations. To make this data usable
for a machine-learning model, it is first required to
adequately pre-process it. Two di�erent steps are re-
quired. Firstly, the absorption area distribution within
the room has to be represented in a consistent for-
mat, where we utilize the spherical maps as introduced
in Section 2. Secondly, the ground-truth T60 values
have to be extracted from the RIR measurements, so
that they can be used as target values to train the
machine-learning model.

In our implementation, we represent the absorption
area distribution of a room configuration by spherical
maps of di�erent resolutions. As elaborated in Section
2.2, platonic solids can be used to calculate spherical
maps of absorption areas. In this paper, we calculated
spherical maps based on the tetrahedron, the cube, and
the icosahedron. Furthermore, we investigated di�erent
orientations of those spherical maps. This means, that
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Table 2: Di�erent spherical maps used in our imple-
mentation.

Description Name Orientation

room division based
on tetrahedron

tetra_x no tilt
tetra_rot 45° tilt in azimuth
tetra_dblrot 45° tilt in azimuth and elevation

room division based
on cube

cube_x no tilt
cube_rot 45° tilt in azimuth
cube_dblrot 45° tilt in azimuth and elevation

room division based
on icosahedron

ico_x no tilt
ico_rot 45° tilt in azimuth
ico_dblrot 45° tilt in azimuth and elevation

mean value of the
cubical map

mean_x no tilt
mean_rot 45° tilt in azimuth
mean_dblrot 45° tilt in azimuth and elevation

sum of
each half of
cubical map

half-half_x no tilt
half-half_rot 45° tilt in azimuth
half-half_dblrot 45° tilt in azimuth and elevation

additional spherical maps were calculated, for which
the underlying platonic solids were rotated. Such a
rotation e�ectively changes the room surfaces that are
„seen“ through the di�erent platonic solid faces. This
was motivated by the hypothesis that a spherical map,
whose underlying cube is perfectly aligned with the
walls of the room, will perform considerably better
than a spherical map with a cube that is tilted by a
certain angle.

Moreover, we included two simplified versions of the
maps to use as references. For the first one, we take
the mean value of the 20 faces of the icosahedral map,
e�ectively reducing the absorption area information
about the room to a single number. The second one
splits the available absorption area into two values,
computing the sum of each half of the room from a
cubical spherical map. We refer to these simplified maps
as mean, and half-half. The di�erent spherical maps
that were used in our investigation are summarized in
Table 2.

To extract the ground-truth T60 values, the mea-
sured RIRs are processed and analyzed. To do this,
we use microphone array processing to convert the
32-channel RIR measurements to 3rd order Ambisonic
streams. Finally, we use the omnidirectional channel
of the Ambisonic stream to calculate the T60 values
for the six di�erent frequency bands with center fre-
quencies of 250 Hz, 500 Hz, 1000 Hz, 2000 Hz, 4000 Hz
and 8000 Hz. We use the IoSR toolbox provided by the
University of Surrey [17] to compute the T60 values
from the omnidirectional RIRs by fitting a linear slope
to the Schroeder decay curve.

Figure 6 shows the distribution of the ground-truth
T60 of the dataset and the relationship between the
ground-truth T60 and the extracted total absorption
area values. Although only a single room is used, the
variety of room configurations generates significant di-
versity in the parameters. In particular, the T60 values
range from 0.3 to about 2 seconds. Additionally, there
is a large range of absorption values that correspond
to a relatively small range of T60, meaning that the
mapping is non-linear.

4.2 Data pre-processing
Once the features and target T60 values have been

extracted, the data is pre-processed to prepare it for the
machine-learning models. This process consists mainly
of the following steps:

• Outlier removal - All observations, for which the
T60 values presented errors produced by the cal-
culation of the reverberation time were removed.
These errors include cases, in which the noise floor
was too high to successfully fit a linear slope to the
decay curve.

• Dataset split - The data is split into three subsets
after removing outliers. In typical machine-learning
applications, it is important to ensure that the train-
ing and testing sets do not include observations that
are closely related, as this will misrepresent the gen-
eralization error. To avoid this, we split by room
configurations, such that each room configuration
(with its 4 loudspeaker positions) belong to a single
subset. The split proportions are set as follows: 60
% of the data are used for training, 10% for vali-
dation, and 30% for testing. The validation subset
is used only for early stopping of the neural net-
work models. Consequently, it is ignored for the
baselines. In addition, the data observations were
shu�ed randomly before splitting. Lastly, to get a
better estimate of the performance, this process of
shu�ing and splitting was repeated 100 times. For
each random split, we train and evaluate all the
models and the performance as statistics over the
splits.

• Normalization - The input data is normalized to
ensure that each feature has zero mean and unit
variance.

• Augmentation - Given the limited amount of
available data, we used data augmentation tech-
niques to artificially increase the amount of training
data and to prevent overfitting. For this purpose,
we replicated the training data and added a small
amount of white noise to the input features of the
copies. The added noise was sampled from a Gaus-
sian distribution with a mean of 0 and a standard
deviation of 0.2. The target T60 values were not
perturbed. The data was replicated 4 times, such
that the training set has 5 times the total number
of available observations. A cursory analysis of the
e�ect of augmentation showed that increasing the
amount of augmentation beyond this point did not
improve the performance significantly, while higher
standard deviations for the noise escalated errors.

4.3 Baseline Models
We use 3 di�erent models as baseline methods to

compare our approach. Firstly, we use a simple model
that computes the mean of the T60 values for each
band of the training subset and uses these values as
predictions, regardless of the input features. This model
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Figure 6: (Left) Distribution of the average T60 across all frequency bands. (Right) Joint distribution of the total
absorption area and average T60 for each room configuration.

e�ectively ignores any absorption data and estimates
the same T60 for every single data observation. For
the other two models, we use the Sabine and Fitzroy
formula, as described in Equation (1) and (3), respec-
tively. The required S, A, and Aj values are obtained
from cubical maps.

4.4 Machine-Learning Model
For the machine-learning model, we formulate the

T60 estimation problem as a regression task. The target
values for the regression task are the T60 values at six
frequency bands that were obtained from the RIR
measurements as described in Section 4.1. The inputs
for the model are the previously described spherical
maps, as well as the coordinate vectors describing the
position and orientation of the source and microphone.
For the estimator, we use a shallow neural network
with mostly fully connected (FC) layers. The specific
architecture used in the experiments is shown in Table
3. The model consists of 3 hidden layers with 50 units
in each layer. The activation function for both layers
is rectified linear units (ReLU) [18], and there are no
dropout or normalization layers.

The training procedure uses Adam optimizer, where
the cost function is the means square error with L2
regularization. The minibatch size was set to 256, us-
ing a learning rate of 5 · 10≠3 and L2 coe�cient ⁄ of
1 · 10≠4. Weights are initialized using random values
from a Normal distribution with a mean of 0 and a
standard deviation of 0.01, while initial biases are set
to 0. The gradient threshold is set to 1, which means
that all gradient values larger than 1 will be clipped
to 1. Additionally, the validation patience is set to 25
epochs, so that whenever the validation error stops de-
creasing for 25 consecutive epochs, training is stopped
early. In practice, we found that a vast range of neu-
ral network architectures and configurations perform
similarly, therefore the exact training strategy and

Table 3: Architecture for the neural network model. In
this example, m corresponds to the number of surfaces
in the spherical map. The number of parameters is
shown for a typical model using the icosahedral spheri-
cal map.

Neural Network Model

Input

spherical map m ◊ 6
Mic Loc + Ori 6 ◊ 1
Spkr Loc + Ori 6 ◊ 1

Layer Width Output # Params

FC input + ReLU 50 1 ◊ 50 6,350

FC + ReLU 50 1 ◊ 50 2,550

FC + ReLU 50 1 ◊ 50 2,550

FC + ReLU 50 1 ◊ 50 2,550

FC output 6 1 ◊ 6 306

Total params 14,306

hyperparameter selection are included here only as a
reference.

4.5 Performance metrics
As there is no single, standard metric to evaluate the

performance of T60 estimation methods, we use a set
of multiple evaluation metrics. Each metric presents
a di�erent perspective of the performance and pro-
vides additional insights on the methods. The metrics
include:

• Root Mean Square Error (MSE)

RMSE =
ı̂ıÙ 1

N

Nÿ

i=1
(ŷi ≠ yi)2 (4)
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• Mean Absolute Error (MAE)

MAE = 1
N

Nÿ

i=1
|ŷi ≠ yi| (5)

• Mean Absolute Relative Error (MARE) In
practice, the absolute estimation errors can be mis-
leading, as they ignore the true magnitude of the
estimated values. Therefore, the MARE computes
the error relative to the true values, it is computed
as:

MARE = 100%
N

Nÿ

i=1

---
ŷi ≠ yi

yi + ‘

---, (6)

where yi and ŷi are the true value and the predicted
value of the ith observation, respectively, N is the
total number of observations, and ‘ is a small num-
ber to avoid division by 0. MARE values close to
zero represent good performance, as they indicate
no error.

• Empirical Cumulative Distribution Function

(ECDF) The aforementioned metrics compute the
mean value across all the examples in the dataset,
thus obtaining a single number to summarize the
performance. However, this process fails to capture
the full distribution of errors, which might be im-
portant for some applications. For example, in cases
in which it is important to guarantee that the esti-
mation error never exceeds a specific threshold. To
counter this issue, we use the empirical cumulative
distribution function to approximate the distribu-
tion of the absolute relative errors.

• MARE@90p As a summary of the ECDFs, we
look at the relative error at the 90th percentile of
the data. This means that 90 % of the data will
have at most this particular MARE.

5 Results

5.1 Reverberation time estimation
In general, the neural network models trained with

the spherical maps have much better performance than
the baselines. Figure 7 shows the prediction accuracy
of the test set of a single random split of the dataset,
comparing the baselines using the Sabine and Fitzroy
formulas and a neural network model trained with an
icosahedral spherical map. The neural network model
outperforms both Sabine and Fitzroy, having a much
lower estimation error on average and a more even bias.
Both Sabine and Fitzroy generally underestimate T60,
while also having a wider range of predictions than
the true values. For example, both formulas predict a
significant amount of values lower than 0.15 s, while
the ground truth T60 values never drop below 0.4 s.

This behavior is present along most frequency bands.
However, the neural network model is less reliable at
low frequencies than at high frequencies. It is possible
that, for both the neural network models and the base-
lines, the higher error rate at low frequencies is a�ected

by errors in the data, such as those caused by a faulty
curve fitting during the T60 extraction from the mea-
surements. That said, even for this challenging scenario,
our approach performs much better than the baselines.
Finally, the errors are more evenly distributed for the
neural network model, where prediction errors both
exceed and underestimate the true values with equal
proportions.

The poor performance of the Sabine and Fitzroy
baselines can be explained by two factors. One is the
known limitations of the methods [1], and the other is
the absorption coe�cients used as textbook approxi-
mations of the materials present in the room. In the
present study, given that the absorption data is not
exact, it is remarkable that the proposed approach can
predict the T60 with low relative error for the most part.
This finding is most likely because the model learns to
compensate for any bias that the approximate coe�-
cients introduce, as long as the same coe�cient values
are assigned to similar surfaces consistently on the
full dataset. In practice, this is a strong advantage,
because collecting accurate absorption information is
challenging and often not possible.

5.2 Spherical map resolution
An increased resolution of the spherical maps shows

a di�erence in performance. In Figure 8, the ECDF
curves show that there is a tendency that maps with
higher resolution have lower errors, although not in
all cases. The di�erences of accuracy obtained with
di�erent spherical maps are not very large. Although
the icosahedral map performs indeed the best, it is
surprising that the tetrahedral map exhibits slightly
better performance than the cubical map. Nonetheless,
this outcome does not occur when the maps are rotated.
Therefore, this can be considered a coincidence due to
some conditions in the room and not a general trend
of the spherical maps.

Furthermore, all models based on spherical maps per-
form much better than the baselines. Interestingly, the
baseline with the mean of the training values performs
better than both Sabine and Fitzroy. This does not
lead to conclusions about the performance of Sabine
and Fitzroy in general, because the limited dataset,
which only considers a single room, might not show
the full picture.

The neural network models show the same signifi-
cant performance across all metrics. Table 4 shows the
performance summary of 100 di�erent random splits
for all models and metrics. The icosahedral maps per-
form consistently the best, having lower errors and
also lower variance. The results shown include only the
spherical maps without rotations, however, the other
rotations perform similarly and there are no meaningful
di�erences between them.
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Figure 7: Regression plots for the estimation of T60 values of the test subset of a single random split, for a neural
network model trained with the icosahedral spherical map (left), the Sabine baseline (middle), and the Fitzroy
baseline (right). Best viewed in color.

0 10 20 30 40 50 60 70 80 90 100
Relative Absolute Error [%]

0.7

0.75

0.8

0.85

0.9

0.95

1

EC
D

F Meanvalue(baseline)
Sabine (baseline)
Fitzroy (baseline)
NN-mean
NN-half.half
NN-tetra
NN-cube
NN-ico

10 12 14 16 18 20 22 24 26 28 30
Relative Absolute Error [%]

0.82

0.84

0.86

0.88

0.9

0.92

0.94

0.96

0.98

1

EC
D

F

NN-mean
NN-half.half
NN-tetra
NN-cube
NN-ico

Figure 8: (top) Empirical cumulative distribution func-
tions (ECDFs) of relative absolute errors for the pre-
diction of T60 for baseline methods and neural network
models trained with spherical maps of di�erent reso-
lutions. (bottom) ECDFs of the same data as (top),
but zoomed in to highlight the di�erences between the
spherical map resolutions. The distributions show the
test set errors computed over 100 di�erent random
splits.

6 Discussion

The results suggest that spherical maps of absorp-
tion area convey the information of acoustical condi-

tions in a room to a neural network, at least for the
given dataset of a single room with a large number
of di�erent furnishings. We see this already as a good
result, however, we acknowledge that for more gen-
eral applications, the approach has to be tested with
larger amounts of data gathered from various room
conditions. In the tested cases, the performance of the
system did not vary much with di�erent resolutions of
spherical images when the number of faces was four
or larger. It is possible that in some geometries higher
spherical-image resolutions may be needed.

Note also, that in the investigated dataset, the vol-
ume of the room did not change. When the network
is trained with di�erent rooms, also that information
has to be conveyed to the network, either as a single
scalar value or as a spherical map carrying the value
of the room volumes inside each pyramid defined by
the map.

In the current study, the information of source and
receiver locations were also provided to the network.
This may seem unnecessary, since ideally, T60 does not
depend on the locations. However, it was noticed that
the T60 values, which were used in the training of the
networks, varied slightly. This variation was possibly
caused by the presence of room modes and reflections.
When the source location was provided as training
data, somewhat better training accuracy was achieved.
Clearly, the networks learned to estimate the e�ect of
source-receiver positions on the values of T60. It is an
open question if the network will be able to estimate
such e�ects with arbitrary source-receiver positions.

7 Conclusions

This article proposes a feature extraction method
that can be used for machine learning applications, in
which the goal is to estimate an acoustic parameter of
a room from the geometry and acoustical properties
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Table 4: Performance metrics for baseline and neural network models trained with di�erent spherical maps. The
values show the mean and standard deviation of each metric evaluated on 100 random splits, averaging across
the 6 frequency bands. RMSE and MAE are in seconds, Relative MAE and Relative MAE@90% are in percent.
Lower errors indicate better performance.

Model Map Type Dimensions RMSE MAE Rel. MAE Rel. MAE@90%

Mean value (Baseline) - 1 0.3910 ±0.0087 0.1529 ±0.0068 22.60 ±00.63 44.72 ±01.25
Sabine (Baseline) - 1 0.4938 ±0.0049 0.2460 ±0.0048 40.09 ±00.73 67.17 ±00.93
Fitzroy (Baseline) - 1 0.4176 ±0.0070 0.1744 ±0.0059 35.49 ±00.67 64.84 ±01.03
Neural Network Mean 1 0.2678 ±0.0095 0.0718 ±0.0052 10.70 ±00.62 22.11 ±01.45
Neural Network Half-Half 2 0.2529 ±0.0082 0.0640 ±0.0042 09.52 ±00.61 19.78 ±01.39
Neural Network Tetra 4 0.2384 ±0.0074 0.0569 ±0.0036 08.29 ±00.46 17.51 ±01.03
Neural Network Cube 6 0.2419 ±0.0078 0.0586 ±0.0038 08.65 ±00.55 18.31 ±01.35
Neural Network Icosahedron 20 0.2381 ±0.0094 0.0568 ±0.0045 08.15 ±00.55 16.95 ±01.35

of the room. The method presents the distribution of
the geometric and/or acoustic-parameter properties of
room as spherical image(s). A systematic approach is
to use well-defined polyhedra, such as platonic solids,
that lead to parameter distributions with even divisions
of the space. The resulting spherical images consist
of feature values, where each value is computed by
integrating the acoustic property, such as absorption
area, inside the volume of a pyramid defined by the
center of the polyhedron and the directions of the
vertices of the corresponding facet.

The feature extraction method is tested using a
dataset measured from a real room with 831 di�erent
distributions of absorptive material. The tests show
that the representation of absorption area distribution
as a relatively simple spherical image contains infor-
mation on the acoustic conditions of a room in such
a form that machine-learning algorithms can estimate
the reverberation time with better accuracy than with
simple analytic expressions.

The resolutions of the spherical maps were half-
hemispheric, tetrahedral, cubic, and icosahedral maps.
It is shown, that increasing the resolution improves the
learning result, although the improvement was small
with maps with more than 4-6 faces, at least with
the limited dataset used in the study. Furthermore,
the model was validated against the simple analytic
formulas proposed by Sabine and Fitzroy, where the
machine-learning approach consistently achieves better
performance, even for challenging scenarios.
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