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Virtual round robin – A new opportunity to study NDT reliability 
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A B S T R A C T   

Round robin exercises have traditionally been difficult to arrange in the field of non-destructive testing (NDT). To 
create a representative round robin exercise, representative mock-ups with representative flaws are needed. The 
mock-ups are costly and transporting them around the world to facilitate testing by numerous laboratories is 
difficult. The few round robins that have been completed have often contributed significantly to our under-
standing on the capability of the used NDT methods and procedures. 

Recently, the increased use of automated inspections together with the development of virtual flaws (inde-
pendently by Trueflaw and EPRI) has enabled a new type of round robin, where instead of moving samples 
around the world, the round robin is focused on the data analysis and only pre-acquired data files are distributed. 
This makes conducting a round robin much more cost-effective both in terms of arrangement and in terms of 
inspection effort from the participating companies. In addition, the virtual flaw technology allows unprecedented 
number and variety of flaws to be included. With high number of flaws included, the results present statistically 
meaningful sample and can be further analyzed to estimate the probability of detection (POD) with standard 
statistical tools. In connection with the international project “PIONIC”, such a virtual round robin was arranged 
for the first time. 

The exercise showed, that virtual flaws and virtual round robins can be used to extract important information 
about NDT reliability and performance. Also, some points of development were identified for further studies: the 
sizing and detection files should be better optimized for their respective uses and the data could be further 
obfuscated to avoid any possibility of inspectors learning to recognize repeating signal patterns. 

12 inspectors submitted results to the virtual round robin. The results showed a90/95 ranging from 1.2 to 7.0 
mm – a significant variation in performance. The difference was mainly attributed to different inspection stra-
tegies. In addition, an unexplained tendency to miss big cracks was noted on some result sets. One of the data 
files did not contain any flaws. None of the inspectors correctly identified the file as flawless.   

1. Introduction 

Round robin exercises are essential in assessing the current capa-
bility of non-destructive inspections. Especially for challenging in-
spections, such as dissimilar metal welds, blind exercises and 
comparative studies give vital information about the true capability of 
various used NDT methods and procedures. They enable comparison 
between currently used and newly developed methodologies. For in-
spection companies, round robin exercises give rare opportunity to 
benchmark against other inspection companies. Some notable round 
robin exercises completed in the past include the PISC studies (Crutzen, 
Lemaitre, & Bièth, 1998; Doctor, Lemaitre, & Crutzen, 1995; Lemaitre, 

Koblé, & Doctor, 1996a, 1996b, 1996c; Reale & Tognarelli, 1995; Reale, 
Tognarelli, & Crutzen, 1995) and the more recent CASS round robin 
organized by the Electric Power Research Institute (EPRI) (Jacob, 
Moran, Holmes, Diaz, & Prowant, 2018; Kull, 2018). 

Traditionally, conducting a relevant round robin exercise to assess 
NDT has been costly and time-consuming ordeal, especially for the nu-
clear industry inspections. To get relevant inspection task, representa-
tive mock-ups are needed. These are typically quite heavy components 
that are costly to manufacture, especially to include sufficient repre-
sentative flaws. Furthermore, to facilitate the round robin, the heavy 
components must be shipped to testing laboratories around the world or, 
alternatively, the test teams must travel to the components. Either way, 
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the time and cost of the required logistics are significant. Consequently, 
despite their importance, round robin exercises are rather rare but 
highly influential. In addition, round robin exercises rarely contain 
enough flaws to measure statistical errors or probability of detection 
reliably. 

1.1. Virtual round robin 

In recent times, more and more of the inspections in the nuclear field 
are performed in a mechanized manner. This means, that the data 
acquisition and analysis, that were traditionally conducted simulta-
neously and interactively, are now separated to distinct steps. The 
analysis is often conducted in a different location after the data acqui-
sition has been completed. This division can be carried over to the 
evaluation of NDT performance. While both successful data acquisition 
and evaluation are critical for the overall performance of the NDT, they 
can now be assessed separately. The quality of the data acquisition is, in 
general, far easier to evaluate. The potential sources of error include 
incorrect calibration of the equipment and failure to maintain sufficient 
probe coupling during scanning. These can often be evaluated without 
large mock-ups or representative flaws. In contrast, the data evaluation 
phase is challenging to evaluate because the evaluation procedures vary 
and may include significant human judgement. Thus, they necessitate 
relevant data and, traditionally, large mock-ups. Consequently, the 
primary interest for international round robin is for the evaluation and 
comparison of the data evaluation phase. 

For conducting round robins, this separation and focus on the data 
evaluation creates an interesting opportunity. Instead of each team 
doing their own data acquisition, the data acquisition can be done once, 
and all the teams can evaluate the same data. Since the teams are no 
longer directly working on physical mock-ups, we call this “Virtual 
round robin”. The virtual round robin has several significant differences, 
in comparison to the traditional round robin. Since all the evaluation 
teams are now working on identical data, the effect of possible variation 
in the data acquisition is removed. This is both positive and negative; on 
the positive side, it allows undisturbed focus on the flaw evaluation and 
highlights differences and possible variation in the evaluation. However, 
this can also be viewed as a negative: successful data acquisition is, of 
course, critical to the success of the inspection and thus excluding this 
from the round robin may give incomplete picture of the total variance 
of the teams. Furthermore, the acquired data is inseparably linked to the 
inspection procedure and set-up used and different teams may prefer to 
use different set-ups. Analyzing identical data removes this opportunity 
from the teams to optimize the inspection set-up and may not reflect the 
best possible performance for the teams. Also, any potential differences 
arising from variations in the data acquisition are excluded from the 
study. Consequently, such virtual round robin is more beneficial in 
comparing inspections where the typical inspection methods are estab-
lished and variation between teams is small. 

Finally, the inspection data is often linked to the software that pro-
duced it. While open formats for, e.g., ultrasonic data are available 
(Mienczakowski, 2015), they are unfortunately not yet widely adopted. 
This creates a major hindrance to the effective use of NDT data in gen-
eral, and conducting a virtual round robin is also affected by it. We can 
only hope, that in the near future, open formats will be more widely 
adopted. Certainly, virtual round robins as one of the many benefits of 
open data formats may speed their adoption. However, at present, no 
open format with sufficient adoption is available and thus any such 
round robin needs to select a used format which limits the participation 
to those teams that can effectively work with the selected file format. 

The above limitations notwithstanding, we feel that virtual round 
robins offer an interesting new opportunity for better studying and un-
derstanding the reliability and variability of non-destructive testing. 
Especially, when combined with another recent advancement: the vir-
tual flaws, as discussed in the following. 

1.2. Virtual flaws or “eFlaws” 

Another traditional limitation of round robin exercises (and perfor-
mance demonstration more generally) is the introduction of relevant 
flaws in sufficient number. Introduction of relevant flaws to test mock- 
ups is a significant challenge in itself (Kemppainen & Virkkunen, 
2011), and the importance of the used flaw simulations have been 
highlighted repeatedly. Over the years, several different techniques 
have evolved to introduce flaws of varying characteristics into test 
blocks. As the flaw simulation techniques have evolved, so have the 
inspection methods, and today’s highly sensitive techniques pose a 
much more stringent test to the flaw quality than methods commonly 
used a decade ago. Thus, the use and availability of relevant flaws is still 
a topic of interest. In addition to the cost and availability of sufficiently 
representative ways to manufacture test flaws, the number of available 
flaws is limited by the physical space available in the mock-ups. 
Increasing the number or size of mock-ups is costly and the mock-ups 
need to also contain sufficient unflawed areas to facilitate realistic in-
spection. Thus, the flaw population is always a compromise and severely 
limited by the cost of mock-ups and relevant flaw simulations. Typically, 
the flaw population is insufficient for statistical evaluation. Conse-
quently, quantitative evaluation of NDT performance, such as proba-
bility of detection (POD) evaluation (E2862, A. S. T. M. , 2012) have 
been problematic for nuclear industry inspections. While some quanti-
tative evaluations has been performed in the previous round robins 
(Meyer & Holmes, 2019; Seuaciuc-Osorio & Ammirato, 2017), the re-
sults have been limited due to the insufficient number of flaws available 
and due to the lack of small flaws. 

The mechanized inspections and the separation of data acquisition 
and evaluation enable new opportunities to work around these limita-
tions. A new concept called “virtual flaws” or “eFlaws” have recently 
been independently developed by Trueflaw (Svahn, Virkkunen, Zetter-
vall, & Snögren, 2018; Virkkunen, Miettinen, & Packalén, 2014; Virk-
kunen, Rönneteg, Grybäck, Emilsson, & Miettinen, 2016; Virkkunen, 
2017) and EPRI. The central idea of this technology is, that the flaw 
indications in one data file can be extracted and re-embedded in another 
location or even another data file. Somewhat similar methods have been 
used in training previously, but the new techniques are focused on ac-
quired mechanized data and expressly enable embedding flaws with 
sufficient quality to be used in performance demonstration. The use of 
virtual flaws breaks the limiting tie between the flaws and mock-ups and 
enables unprecedented flexibility in producing flawed data files while 
maintaining realistic acquired flaw signals. The techniques are now been 
independently verified in Europe and in the U.S. 

In the context of virtual round robin, the use of virtual flaws means, 
that small number of test blocks (even one) can be extended to provide 
sufficient space for any number of flaws, limited only by the amount of 
evaluation time required. Likewise, the limited number of flaws can be 
extended by copying the flaw signals in different locations and different 
backgrounds. In addition, the flaw signals can be manipulated, to give 
somewhat different features (most notably, amplitude). However, such 
manipulation must be done with care to maintain representativeness of 
the affected flaws (Svahn, Virkkunen, Zettervall, & Snögren, 2018). In 
particular, this enables a statistically representative number of flaws 
that can facilitate quantitative performance evaluation, such as a hit/ 
miss POD evaluation. 

1.3. Probability of detection 

The reliability of the used NDT procedures is highly important and 
yet somewhat elusive property. The level of reliability required for NDT 
is very high, in general. To confirm high reliability requires ample evi-
dence, in this case high number of opportunities to fail. However, flawed 
samples are scarce and expensive and thus our ability to provide a test 
with high number of opportunities to fail is limited. Thus, the difficulty 
in assessing the reliability of NDT systems fundamentally stems from the 
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conflict between our need for high reliability and our inability to pro-
vided sufficient flawed samples to show this reliability. 

Over the years, several solutions to this dilemma have been devel-
oped. In the nuclear industry, theoretical evidence is provided to com-
plement the empirical data in the form of a technical justification. It is 
widely accepted, that the technical justification provides some assur-
ance of reliability. However, efforts to quantify the effect, have so far 
been unsuccessful (Gandossi, Simola, & Shepherd, 2010). Thus, the 
quantitative benefit that the theoretical reasoning provides is still 
impossible to assess. 

Even with a direct empirical approach, some simplifying assump-
tions are customarily made to make the analysis feasible. The current 
standard practice for determining POD may take two approaches: ̂a vs. a 
and hit/miss. The ̂a vs. a -approach is suitable for inspections, where the 
detection is determined by sufficient flaw signal amplitude above the 
noise level and can be defined with a simple amplitude threshold. The 
methods are given in (E3023, 2015) and it is very efficient in terms of 
flawed samples. The method typically requires 40 known flaws to be 
inspected to capture the natural signal variation (Annis, 2009). The hit/ 
miss -approach is suitable even when the detection is not trivially related 
to signal-to noise ratio and can be used for wider variety of methods. The 
method is given in (E2862, ASTM, 2012) and requires typically mini-
mum of 60 samples to provide sufficient variation in the detection and 
sufficient confidence in the statistical evaluation (Annis, 2009). Both of 
these methods are based (and compliant) with the equivalent methods in 
the MIL-HDBK 183A (Annis, 2009) published earlier. Virkkunen et al. 
(Virkkunen, Koskinen, Papula, Sarikka, & Hänninen, 2019) provide a 
more thorough comparison of these methods and review of alternate 
methods for determining POD. 

While these methods are quite efficient in their use of flaws, the 
number of flaws required is still generally out of reach for typical nuclear 
inspections. Most of the nuclear inspections cannot be sufficiently 
modelled with a simple amplitude threshold and the inspection pro-
cedure requires far richer data evaluation for flaw detection. Thus, the 
standard method of interest is the hit/miss that requires a minimum of 
60 flaws distributed well across different parts of the POD curve. This 
has traditionally been considered infeasible and thus direct experi-
mental POD evaluation for nuclear inspections have not been 
completed, to our knowledge. 

There has been effort to evaluate POD for the nuclear field with other 
means. The data available from the qualifications has been used to es-
timate POD curves (Jelinek, Tidström, & Brickstad, 2005; Seuaciuc- 
Osorio & Ammirato, 2017). However, the flaw distribution in the 
qualification samples is unsuitable for POD determination. The flaw 
population in the qualifications does not typically include flaws small 
enough to show significant miss probability. Thus, although the number 
of trials, when numerous qualification trials are combined, is large, they 
still do not represent sufficient “opportunities to miss” and do not allow 
effective POD determination. Instead, the obtained POD curves have 
generally been informative only in range of relatively big flaws and have 
not provided relevant information about detection thresholds or a90/95 
values. 

The POD has also been evaluated from previous round robins, but 
due to the limited number of flaws, the evaluation required additional 
assumptions and the resulting POD curves are still unreliable (Meyer & 
Holmes, 2019; Seuaciuc-Osorio & Ammirato, 2017). Also, the flaw dis-
tribution in the used samples suffered from similar issues or insufficient 
small cracks. 

These previous studies also aggregated data from numerous different 
inspectors to form a single POD curve. While this was inevitable because 
of the lack of data, it creates additional problems for the POD curve. The 
performance of individual inspectors may differ significantly. 
Combining data from different inspectors may increase our confidence 
on the expected average performance, which is described by the 
commonly computed confidence bounds. However, these confidence 
bounds do not necessarily describe the expected performance of any 

inspector and thus cannot, in general, be used to establish safe expected 
inspection performance (see (Annis, 2009) for a colorful description of 
this issue). 

Obtaining better POD estimates would be very useful. As in other 
fields, having a quantitative POD estimate would allow higher reliance 
and better use of NDT results. For the nuclear industry, many of the 
inspections are nowadays made as part of risk-informed in service in-
spection (RI-ISI) plan. Having a reliable POD would allow better inte-
gration of NDT capability in these risk calculations and would therefore 
allow better use of NDT. 

The use of virtual flaws now provides another way to work around 
the prohibiting cost of mock-ups and flaws. With virtual flaws, it is 
possible to increase the number of cracks in ultrasonic data artificially 
and to produce statistically significant data sets without manufacturing 
or scanning equal number of actual physical mock-ups. A limited 
number of mock-ups and flaws are scanned to form a source data file. 
This source data file is then modified to produce number of data files 
with varying number and types of flaws included. 

The approach has some limitations: the raw flaws used as the source 
for the eFlaw process should be sufficient to cover the variation in the 
natural flaws. While increasing the number of flaws in the data set 
effectively gives us additional trials (opportunities to fail) in terms of the 
human judgement involved, it does not increase the variability in the 
different flaw signals. Thus, the set of flaws used as source should be 
sufficient to cover expected variation with natural flaw signals. In 
addition, the flaws should span the detectability (i.e. size) range from 
very difficult to detect to easy to detect. During the eFlaw process, the 
flaws can be altered to increase additional variation. Most notably for 
detection purposes, the flaw amplitude can be artificially lowered or 
increased to make the flaws more difficult or easier to detect, respec-
tively. Such alterations carry the risk of causing deviations between the 
detection task in the trial and the true detection task. However, recent 
studies have indicated (Koskinen & Virkkunen, 2018; Koskinen, Virk-
kunen, Papula, Sarikka, & Haapalainen, 2018; Virkkunen, Koskinen, 
Jessen-Juhler, & Rinta-Aho, 2020) that such alterations work well in 
context of POD evaluations. Also, similar concerns are valid for the flaw 
manufacturing techniques used to produce the physical flaws and 
various other aspects of the practical trial or round robin. 

The virtual flaws also allow to form a balanced flaw distribution that 
is needed for direct experimental POD evaluation. Flaw signals can be 
combined from several sources and small difficult to detect flaws can be 
introduced to the data files. Additional variation can be introduced by 
modification of the flaws during implantation. Put together, the virtual 
flaw techniques enable construction of data files suitable for direct POD 
evaluation for the Nuclear industry with representative flaw signal data. 
Furthermore, since each inspector receives a full and sufficient data-set, 
we can directly compare the variation of inspector performance. 

1.4. Program for investigation of NDE by international collaboration 
(PIONIC) 

Started in 2017, the Program for Investigation of NDE by Interna-
tional Collaboration (PIONIC) concentrates on the difficult inspection of 
dissimilar metal welds and topics relating to inspection reliability 
(Meyer, Holmes, & Lin, 2019). One of the tasks in this project is to 
conduct a first-of-a-kind virtual round robin exercise using the new 
techniques described above. 

Within the project, a blind data set is going to be created, that con-
tains sufficient flaw information for producing standard POD analysis. 
The data set is to be analyzed by project teams from participating 
countries: U.S.A, Switzerland, Sweden, Korea, Japan and Finland. The 
round robin was open for everyone, and industry participation was 
invited. 
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2. Materials and methods 

The virtual round robin was open to the industry. In order to solicit 
industry participation, a high-level overview and invitation was 
distributed in international conferences in 2019 (NDE in Nuclear, 
Charlotte, June 25–27, EPRI; Pressure Vessels & Piping Conference, San 
Antonio, July 14–19, The American Society of Mechanical Engineers, 
ASME) and the fall meetings of the European network for Inspection 
Qualification (ENIQ). 

2.1. The inspection target and procedure 

The inspection case for the round robin was selected on the basis of 
the primary interest of the PIONIC project, and availability of suitable 
test blocks. On these grounds, a typical nuclear dissimilar metal weld 
mock-up delivered by the Swedish Qualification Centre (SQC) was 
selected as the primary data source. The mock-up and weld geometry are 
shown in Fig. 1. 

While the procedures used by individual inspection companies for 
such inspections may differ, there is now a fairly well established “best 
practice” procedure for inspecting such welds. This practice has roots in 
the initial work by EPRI (Becker et al., 2004) and has since been adopted 
by generic procedures, e.g. (Marois, 2011). In generic terms, these welds 
are inspected using phased-array longitudinal wave, about 1–2 MHz 
frequency and focusing to enable sufficient detection capability. 

For the purpose of the virtual round robin, we wanted to have a 
generic procedure that participants could choose to follow in their 
evaluation. The participating teams were free to deviate from this pro-
cedure or to use alternate (possibly internal) procedure for the evalua-
tion. However, the data to be evaluated was already collected according 
to the generic procedure given and thus any differences in the procedure 
were necessarily limited to the evaluation of the existing data. The 
procedure given to the participating inspectors is included in Annex 1. 

The selected data acquisition procedure deviates somewhat from 
what is typically used in real inspections. These deviations stem from 
two main motivations: firstly, there was a need to minimize the amount 
of data to be distributed and evaluated. To include sufficient flaws for 
statistical analysis (POD), a significant virtual mock-up space was 
needed, i.e. numerous files. It was anticipated, that this might be 
perceived to put excessive burden on the participating inspectors and 
reduce participation. To compensate, the amount of data was reduced to 
minimal set to still give representative results. In practice, typical pro-
cedures include phased arrays sweep with diffraction angles in combi-
nation with electronic and/or mechanical parallel scan lines. These are 

included to cover the weld volume and to allow for uncertainties in the 
local geometry and flaw locations. The inspector then reviews the data 
and detection is determined by the optimal scan line location/angle in 
the data for the defect in question. For the virtual round robin, the flaw 
locations were known and thus this selection of optimal scan line and 
angle was, in effect, already done for the inspector. The data only 
included a single scan line and single 45◦ diffraction angle. 

Secondly, since the inspection teams could not influence the data 
acquisition, it was anticipated that the round robin might be later crit-
icized on the basis that the data was sub-optimal and the inspection 
teams would have actually done better if they had the chance to define 
the acquisition parameters differently. To alleviate this concern, the 
data acquisition parameters were carefully optimized, in order to give 
best possible detection capability. In particular, the electronic scanning 
often applied in the procedures was removed in favor of using the full 
aperture to beam focusing at known flaw distance. Also, the scan line 
location was carefully optimized to be optimal for the detection of the 
flaws present. With these optimizations, we consider it unlikely, that any 
optimization in the acquisition parameters would yield significant 
improvement. 

These optimizations invite the opposite problem; any obtained POD 
curves may now be criticized to give too optimistic POD values. Some of 
these optimizations could not be completed in practice and thus the true 
performance in any given actual inspection may be lower than shown in 
the round robin. Consequently, the obtained POD curves should be 
considered as “upper limit” POD curves for highly optimized data. 
Nevertheless, the exercise shows, that if a more descriptive POD is 
sought for any particular inspection team or procedure, the present 
approach can be used to obtain such a POD curve. 

2.2. Mock-up and flaw population 

The raw data was acquired form a dissimilar weld mock-up provided 
by SQC with identification “P41′′. The mock-up contained 5 solidifica-
tion flaws and an EDM-notch for calibration purposes. The mock-up also 
contained axial flaws, but in the present case the scanning was limited to 
circumferential flaws. 

As is typical for qualification mock-ups, this mock-up only contained 
flaws with sizes above the detection target. With the optimizations in the 
scanning procedure, all the flaws in the mock-up were clearly distin-
guishable from the data. To enable POD analysis, it is vital that the flaw 
population includes also flaws that will be missed. To alleviate this 
limitations, two complementing strategies were implemented. Firstly, 
during the eFlaw process, the flaw amplitudes were adjusted to increase 

Fig. 1. The inspection target and the mock-up geometry. The mock-up consists of cladded carbon steel pipe (right) and a stainless steel pipe (left) with a dissimilar 
metal weld. The mock-up is scanned from the carbon steel side. Due to export control restrictions, the exact details of the test block’s dimensions, materials and weld 
cannot be made public. 
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variability in the embedded flaws. See (Koskinen et al., 2018) for further 
justification on this approach. 

Secondly, additional flaws were manufactured to additional mock- 
ups and these flaws were added to the flaw population. Plate mock- 
ups were manufactured for the express purpose of providing addi-
tional flaw population for this project and provided by EPRI. Thermal 
fatigue cracks were manufactured to these mock-ups by Trueflaw (this 
work was kindly contributed by Trueflaw; their support is thankfully 
acknowledged). While scanning these additional mock-ups, it became 
evident that the thermal fatigue flaws produced by Trueflaw exhibit 
significantly lower amplitude than the previously used solidification 
cracks for the same nominal size. This variation between flaw types may 
cause some issues in later POD analysis and thus, the thermal fatigue 
cracks were limited to size corresponding to “barely detectable” range. 
In further study, it would be interesting to include more different flaw 
simulations to further investigate the difference in the detectability of 
different flaw simulations and their effect on POD. 

2.3. Data acquisition 

The data was acquired through mechanized inspection with Dynaray 
Lite ultrasonic instrument. Phased array Transmit Receive Longitudinal 
(TRL) setup was utilized with 1,5 MHz 32 element linear probes. Testing 
setup was aimed to be close to Zetec’s standard DMW inspection pro-
cedure, however it was further optimized to achieve best possible data 
rather than a quick scan. Instead of using electronic scanning, whole 
aperture of the phased array was used and the beam was focused to the 
inner diameter of the mock-up pipe. The probe was situated in such a 
way that all circumferential flaws would be shown in a single scan line 
with 2 mm step. The probe was situated on top of the mock-up pipe with 
continuous feed water system and the pipe was mechanically rotated 
under the probe to ensure proper contact for the whole scan. The scan 
was conducted from the carbon steel side. Testing setup can be seen in 
Fig. 2. 

The extra plate samples were scanned with the same test setup, with 
exception to flat wedge and the plate was fully immersed in water bath 
seen in Fig. 3 below. 

The plate was scanned prior to the manufacturing of the flaws and 
several times during the manufacturing at different stages and flaw sizes. 

2.4. Virtual data generation and obfuscation 

The eFlaw generation and creation of the data files for the virtual 
round robin was contributed by Trueflaw. First, the acquired data file 
was cleaned of all flaw indications to create a clean canvas. In addition 
to removing the circumferential flaws, also the artifacts resulting from 
embedding welds of axial flaws were removed for optimal canvas. 

With the clean canvas and extracted flaws, final data files were 
generated. To provide sufficient space for the high number of flaws 
needed for POD evaluation, altogether 13 data files were generated. 
Each data file contained between 0 and 9 flaws. The files were numbered 
0…12 and the 0-file was designated for flaw sizing whereas files 1…12 
were used for detection. 

Since the amount of flawless scanned data was limited to the single 
mock-up, all the files were based on the same clean canvas. To avoid 
direct comparison between the data files, that might give unfair 
advantage in spotting changes in the files, the files were further obfus-
cated by randomly flipping the data on the X-axis and randomly moving 
the 0 -location around the data. In addition, for each participant, the 
files were re-numbered with the exception of the “0-file” designated for 
sizing. These obfuscations cannot and are not meant to fend a deter-
mined effort, but they help prevent simplistic trials to compare data 
images side-by-side. In addition, we could have introduced unflawed 
changes, that would have further thwarted any effort to spot flaws based 
on the modifications and would have flagged such attempts as suspi-
cious false calls. However, this would have necessitated increase in the 
number of files and thus was not done in this case. 

The original data, clean canvas and an example modified file are 
shown in Figs. 4–6. 

The source flaw population is summarized in Table 1. To increase the 
apparent flaw size distribution, the flaws were manipulated by 
decreasing their amplitude when inserting them to the data. An equiv-
alent flaw size was computed, by assuming linear relationship between 
amplitude and flaw size. This linear relationship was checked by simu-
lating responses from notches of various sizes from 1…26 mm. The 
response was found to be approximately linear up to 20 mm and saturate 
thereafter. This saturation has negligible effect for present purposes, 
since the amplitude remains very high for big cracks and is expected to 
be detected easily. The physical flaws do not display the same linearity 
and differ in their relative amplitude due to natural variation between 
the flaws. The equivalent flaw size distribution is shown in Fig. 7. 

Fig. 2. The scan setup for pipe mock-ups. The probe is seen in the upper left 
corner and the scan is performed by rotating the mock-up under the probe. 

Fig. 3. The plate sample being scanned immersed in water bath for contact. 
The probe is the same as for the actual mock-up, but scan is performed using a 
linear manipulator. 
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2.5. Evaluation of the data-set and bench-mark POD 

Before acceptance, a preliminary data set was subjected to inspection 
by one of the authors, Tuomas Koskinen. As much as possible, the trial 
run was completed as a blind exercise, that is Koskinen had no prior 
knowledge of the location or number of flaws in the data files. Koskinen 
also did the scanning and thus was already familiar with the data. 

The purpose of this trial evaluation was to confirm that the set-up 
works as expected and to identify any possible issues with the data. In 
particular, the test set made heavy use of amplitude modification to 
expand the variation of the limited flaw population. 

Fig. 8. shows POD curve computed from the data of the trial evalu-
ation. The curve shows reasonable behavior and confirms that the 

Fig. 4. The original data showing flaw indications, as acquired from the mock- 
up. The flaws are annotated with flaw numbers and nominal sizes. 

Fig. 5. The cleaned data showing the flaw indications removed.  

Fig. 6. A sample modified data with several flaws inserted with differing 
amplitude reduction. 

Table 1 
Summary physical flaws used as source for the virtual flaws.  

ID Flaw type Nominal size (mm) Notes 

1 Solidification crack 10 × 2  
2 Solidification crack 6 × 3  
3 Solidification crack 50 × 26  
4 Solidification crack 20 × 6  
5 Solidification crack 50 × 17 Tilted 
6 Thermal fatigue crack 8.4 × 3.5   

Fig. 7. Equivalent flaw size distribution. The low-end crack sizes are over- 
represented, since they are most significant for the anticipated a90/95 values. 
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solidification cracks present in the original data are easily detected at 
their real amplitude. 

2.6. Data delivery and collection of results 

For data delivery, a web-app was written that allowed participants to 
register using their e-mail address and download the virtual round robin 
data files. The App would randomly order the files to make comparison 
of results more difficult and pack them in a single ZIP-compressed 
package. The package would also contain a pre-filled Excel sheet for 
returning the results. The Excel sheets were designed to be machine 
readable to facilitate easy data collection and they automatically 
included identifier that tied the excel sheet to the data set it described. E- 
mail was used for registration to allow contacting the participant for 
delivering the results and for possible additional information, if needed. 

The web-site can be found at https://andie.org.aalto.fi/vrr/ and at 
the moment of writing it is still open and fully functional, although 
additional results may not be included in the result set any more. 

3. Results 

Altogether 17 result sets were received in time. The results contained 
some duplicates, and one result set displayed inconsistencies that hinted 
a mix-up in file set. Excluding these invalid sets left 12 valid result sets to 
analyze. The participation can be considered very good for a first of a 
kind round robin. 

All the participants were professional inspectors, i.e. people applying 
comparable ultrasonic evaluations as part of their work. The partici-
pants included people from inspection vendors, who conduct routine 
inspections as part of their day-to-day duties and people from research 
institutes with presumably different experience. Thus the level and 
quality of experience within the participants can be expected to vary 
significantly. 

No negative feedback or need for support was received during the 
collection of these results. With the mentioned one exception, the 
returned excel files presented consistent results and were fully filled. 
Two teams were unable to access the generated data files. The used 
UVData file format required recent version of Ultravision software. For 
one team, the files were converted to legacy RTD -format to be used with 
an older version of Ultravision. For one team, even the legacy RTD was 
not successful – it appears that some of the analysis software that 

nominally support RTD are still limited in their interoperability. 
One initially interested team later announced that they will decline 

participation citing high work load and lack of time for participation. 
The return sheets requested participants to indicate the procedure 

used for detection and sizing, but most respondents did not define 
procedure. For those that did, the most cited criterium was essentially 
“indication above noise level”. Some cited 6 dB signal-to-noise ratio as 
criteria. 

Many inspectors commented that the scan data available is insuffi-
cient for depth sizing and most declined the sizing part. The data was, 
indeed, optimized for the detection part and the sizing results therefore 
should not be taken to indicate the expected sizing performance. 

The file with number 0 was designated for sizing. Some inspectors 
took that to mean that detection is not to be reported for this file while 
others did report detection for this file as well. Consequently, the 0 file 
was excluded from the detection results. 

All the main results are summarized in Table 2. In addition, file- 
specific results are plotted in Annex 2 for more thorough analysis. 

The inspectors are here identified with one letter shorthand (A-L). 
During data set download, each inspector was given a unique set-id. 
They are also shown in Table 2 for the respective inspectors to iden-
tify their own results. 

3.1. Probability of detection 

Probability of detection was analyzed according to ASTM-E2862. 
The POD results and false call data are summarized in Table 2. 

The data showed two anomalies and thus the data was re-analyzed 
with some modifications to address these anomalies. Firstly, some 
POD curves showed poor separation of hits and misses and insufficient 
range of unlikely detection. This gives rise to unrealistic POD curves, 
especially during the determination of the confidence bounds that 
display high probability of detection at zero crack length. Due to the way 
which the confidence bounds are determined, unrealistically high upper 
bound at the small crack sizes are combined with lowered confidence 
bounds on at the important high POD area. To amend this issue, 20 
synthetic misses with zero crack size were added to the hit/miss data. 
These points have very little effect except for the cases suffering from 
this effect, where these added missed improve (lower) the a90/95 values, 
in some cases markedly. The objective with the synthetic points is add 
sufficient number of points to lower the POD(0) closer to the known 
value of 0. On the other hand, adding too many points would artificially 
lower the apparent variation. 20 synthetic points were selected as a good 
compromise. 

Secondly, some results exhibited very sharp separation between hits 
and misses. A sharp separation is desirable for the inspection. However, 

Fig. 8. POD curve based on the results from the evaluation set. The evaluation 
was completed by one of the authors (Koskinen) and thus is not completely 
blind since he was involved in scanning the original data. The trial evaluation 
tentatively confirmed the expected a90/95 range and flaw distribution in 
the files. 

Table 2 
Summary of the main results for this study. The modified a90/95 is considered the 
best estimate for the value. See text for details. False call rates are reported both 
as percentage in data and ASTM-E2862 compliant 95% confidence bound 
probability of false positives (PFP 95).  

ID Set 
identifier 

Standarda90/ 

95 

Modifieda90/ 

95 

False 
calls 
(count) 

False 
call 
(%) 

PFP 
95 
(%) 

A cd9b7ef8   1.7 11 5% 8% 
B 7f76f387  3.5  1.7 21 9% 13% 
C b5b069aa  1.4  2.0 8 4% 6% 
D c3c55eff  3.2  2.6 13 6% 9% 
E 7f1850e8  2.9  2.9 8 4% 6% 
F 5bb2d9c0  5.9  2.9 11 5% 8% 
G 9ca46cc3  4.1  3.8 9 4% 7% 
H b609241d   4.7 5 2% 5% 
I 31316ac4  3.5  4.7 4 2% 4% 
J c06442e1  5.6  5.3 7 3% 6% 
K 45e0cda8  24.5  5.6 10 5% 8% 
L 27bda941  7.1  7.1 3 1% 3%  
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the logistic model used for the POD exhibits numerical instability with 
very sharp separation. This numerical instability caused convergence 
problems and the confidence bounds could not be determined for these 
results. To avoid this instability, two synthetic data points were added to 
these three result sets: one hit at crack size 0.1 mm smaller than the 
computed a50/50 value and one miss at crack size 0.1 mm larger than the 

computed a50/50. These additions had the effect of increasing the 
apparent scatter in the results and thus decreasing the sharp separation 
just enough to allow convergence. The objective was to introduce 
additional variation to allow for convergence while adjusting the results 
as little as possible. 

To overcome the above mentioned issues with the data, several 

A B

C D

E F

Fig. 9. Computed best estimate POD curves. The data has been augmented to alleviate some numerical difficulties. See text for details.  
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alternate ways to compute the POD confidence bounds were also 
considered. In addition to the customary log-likelihood bounds, para-
metric bootstrap bounds and Bayesian credible interval with non- 
informative prior were constructed (using INLA (Wang, Ryan, & 
Faraway, 2018)). The Bootstrap bounds showed, in general, confidence 
limits similar to those obtained by the log-likelihood, but displayed 

excessive sensitivity to the convergence issues. The Bayesian credible 
intervals with uninformative prior showed even greater instability with 
the results that displayed unclear separation. Finally, the log-likelihood 
bounds were also computed with log-transformed crack-sizes, but this 
caused excessive widening of the confidence bounds at the top and 
resulted in unrealistically high a90/95 values. Consequently, the addition 

G

 

H

 
I

 

J

 
K

 

L

 

Fig. 9. (continued). 
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of the synthetic points described above, was selected as the best, albeit 
somewhat arbitrary, way to obtain representative POD values. 

Table 2 shows the computed a90/95 values for both the original and 
modified data sets. The POD curves for the modified data are shown in 
Fig. 9. The POD curves for the original (unmodified) data are shown in 
Annex 3. 

In addition to the individual inspector performance, it is of interest to 
find best estimate and in particular the lower-limit confidence POD for a 
random inspector. That is, if a component is inspected by an unknown 
inspector, what performance can be confidently expected. The individ-
ual POD results showed significant differences and we cannot assume 
they come from the same population. Had the inspector selection and 
the analysis procedure been more tightly controlled, the results might 
have shown less variability and the direct aggregate analysis more 
informative. However, for this first study we opted for wide participa-
tion and such controls were not imposed. Thus, aggregate analysis of the 
data not be appropriate to estimate the lower limit confidence on the 
expected performance of a random inspector. Aggregating the data 
would discard significant information that the results are conditional on 
the inspector in question. Instead, we can consider the 12 inspectors to 
be a sample from the population of relevant inspectors. Thus, we can 
construct a hierarchical prediction bound by bootstrap sampling as 
follows:  

1. Take bootstrap sample (random pick with replacement) among the 
12 inspectors  

2. For each inspector in the sample, take a parametric bootstrap sample, 
given the previously computed best estimate POD  

3. Repeat to acquire sufficient number of bootstrap samples  
4. Compute the 95% lower bound on the resulting set of bootstrap 

samples 

With the current data-set, the bootstrap samples suffered with 
convergence problems, as noted above. To overcome this, problematic 
samples were filtered out of the bootstrap sampling (i.e. bootstrap 
samples with convergence not reached within 30 iterations). Such 
bound are shown in Fig. 10. 

3.2. False call performance 

The false call performance is summarized in Table 2. The data con-
tained 12 files for detection analysis, each with 960 mm scan length. The 
hits were accepted with ± 20 mm accuracy, which leaves 8880 mm total 
unflawed scan length. Applying same granularity, this gives 222 op-
portunities for false calls. The estimated higher-bound false call rates 
were computed according to ASTM-E2862 and are reported in Table 2. 

As is commonly observed, the false call rate and a90/95 performance 
showed rather poor correlation (Fig. 11), although in this case there is 
some tendency of improving performance with increasing false call 
count. Also, false call rate seemed to differ markedly between files 
(Fig. 12). Altogether 110 false calls were made, 81 of which (74%) were 
made in the one file that did not contain any flaws. 

3.3. Location accuracy 

The indicated location for each flaw was compared to the midpoint 
location designated from the original UT data. Since the midpoint was 
evaluated from the UT data, it may differ from actual physical flaw 
midpoint. In addition, some inspectors indicated that the called 
midpoint was the location of the highest amplitude while others may 
have indicated the middle point between flaw start and end. Thus, the 
reported location data contains some uncertainties unrelated to 
inspector performance. Nevertheless, it is of interest to get information 
from the differences in reported location with identical data. 

The expected inspector-specific location uncertainty is related to the 
flaw indication characteristics. The flaws in the files were sourced from 
7 physical flaws. Fig. 13 shows the kernel density estimate from location 
error grouped by physical flaw. The figure indicates that significant 
location error comes from individual flaw indication characteristics and 
inspectors chose to report different midpoint for different flaws. Fig. 13 
indicates that these errors are dominated by differences in reporting 
practice. 

3.4. Length sizing 

Nine of the twelve results included length sizing results. Some in-
spectors indicated that length sizing was made by “full amplitude drop”, 
but most did not indicate a specific method. Fig. 14 shows the kernel 
density estimate from crack start and end positions. Some deviation is 
apparent, but for most parts, the results are quite consistent. The 
computed RMSE error was 19.1 mm and all inspectors oversized the 
length. 

Fig. 10. Best estimate average POD curve for all inspectors and hierarchical 
bootstrap lower prediction bound for the estimated performance of a random 
inspector (dashed black line). For comparison, the conventional confidence 
bound on the aggregate data is shown as well (dashed gray line). The confi-
dence bound on aggregate data significantly underestimates the variance ex-
pected, when inspector variance is considered. 

Fig. 11. False call rates as a function of a90/95. The false call rate shows poor 
correlation with the a90/95 performance. 
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3.5. Depth sizing 

Only five of the twelve results included depth sizing results and even 
then, most remarked that the data is insufficient for proper sizing. 
Indeed, their caution seems justified in view of the results. The sizing file 
contained two cracks, one with 6 mm depth and one with 26 mm depth. 
Both were solidification cracks commonly used for qualification. Fig. 15 
shows the variation of the depth sizing. The depth estimates for the 6 
mm crack vary from 4.3 to 15.0 mm and the estimates for the 26 mm 
crack vary from 2.0 to 28.0 mm. 

4. Discussion 

More detailed breakdown of the results in relation to the UT data is 
shown in Annex 2. While the number of participants was too small to 
allow statistical evaluation of the expected performance of inspectors 

around the world, it is sufficient to get insight into the various aspects 
that affect inspection reliability. 

4.1. Probability of detection 

The probability of detection performance showed wide variety across 
the inspectors: the computed a90/95 values ranged from 1.7 to 7.1 mm. In 
the two largest a90/95 results (K, L) the relatively poor performance can 
be attributed to a single large miss, much larger than many of the found 
flaws. The signal-to-noise ratio of these flaws is big, and they would 
normally be expected to be found easily. Indeed, the missed big cracks 
were different in both cases and so the issue was not related to a specific 
crack. It should be noted, that the participants included both day-to-day 
inspectors and inspectors from research institutes. This may have 
increased the observed variation. 

Some of the results (H, I) showed very sharp separation of hits and 
misses. This may be the result of applying a consistent threshold and 
calling flaws above certain threshold. This strategy seemed to be quite 
successful, in that it did not miss any big flaws. 

Finally, some inspectors successfully applied the adaptive strategy 
and consistently found cracks close to the noise level. 

The overall variation of POD values appears large. However, most of 
this variation can be attributed to either differing strategy (above noise 
or more fixed threshold amplitude) or to the small number of unex-
plained large misses. 

The inspection strategy seems to have significant effect on the POD 
results and thus to compare individual inspector performance, the actual 
applied strategy (or procedure) should be documented in a comparable 
way. In the present round robin, most procedure statements amounted 
to “flaw-like indications distinct from noise”, which left significant 
variation in the actual applied strategy. Many results did not indicate the 
used strategy. More comparable way might be to require the inspectors 
to estimate a detection target crack size that they expect to find reliably 
(interpreted for POD purposes, e.g., as a90/95 or a99/50). 

The round robin showed that inspectors are liable to miss big cracks 
that would be expected to be easily found. While these misses were not 
common, they were also not rare or isolated enough to be discarded as 
outliers. No satisfactory explanation for these misses could be found 
from these results. Thus, further study would be merited to investigate 
the possible mechanisms responsible for these misses. 

The POD results from the data containing virtual flaws shows now 
apparent anomalies or differences to conventionally obtained POD data. 
Since the array of real flaws was small, the inspector may have learned 
to identify certain patterns with higher amplitude and then detected 
those same signal patterns (flaws) with lower amplitude (i.e. to overfit). 
If this is the case, the high-end of the results may display slightly opti-
mistic results. However, some flaws were still missed by all the in-
spectors and flaw detectability was correlated with the computed 
equivalent flaw size, as evidenced by good separation in most of the 
results. In the future, further data obfuscation can be applied to alleviate 
this concern, although the issue does not appear to have a notable effect. 

4.2. False call performance 

False call performance also varies significantly ranging from 4 to 21 
false calls (2% to 9%, respectively) per inspector, 110 false calls in total. 
11 of these 121 false calls can be explained by a particular high- 
amplitude noise feature that was mistakenly taken as a flaw by some 
inspectors. Further 3 appear to be cases, where a single large flaw is 
counted as two separate flaws. The remaining 96 appear to be randomly 
located. From these, 81 were made in the one file that did not contain 
any flaws. None of the inspectors correctly identified file 12 as flawless. 
Curiously, 4 of the 12 inspectors did identify some files as flawless, most 
commonly files 4, 6 and 11 which contained only small flaws (aequivalent 
below 3 mm). 

In practical inspections, flaws are rare and most data files are 

Fig. 12. False call distribution in data files. The file 12 indicated most of the 
false calls and was the one file without any flaws. 

Fig. 13. Kernel density estimate of flaw location errors with different physical 
flaws (kernel width 1.0 mm). 
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flawless. Thus, failure to correctly identify flawless file would seriously 
hinder inspection performance in actual inspection conditions. If the 
false call rate is computed for the flaw-free file alone, the inspectors 
would make, between 3 and 10 indications for each weld inspected. This 
is clearly excessive and would cause problems in practical inspections. 
This indicates that the inspectors may have applied a procedure in the 
round robin that would be unusable in actual inspections. In future 
studies this can be alleviated by increasing the number of flawless files 
and setting a hard limit to the number of false calls, thus clearly 
discouraging the use of such procedures. 

4.3. Location and sizing accuracy 

The main driver for location accuracy seems to be the features of the 
flaw indication in question. Again, procedures varied and thus when the 
flaw signal was varied or contained several amplitude peaks, the spec-
ified location varied between the inspectors. 

For the length sizing, variation was quite small. The inspectors 
typically oversized the crack lengths; the crack with nominal width of 
20 mm was sizes from 30 to 44 mm and the crack with nominal size of 

50 mm was sized from 54 to 80 mm. The difference can be attributed to 
different procedures: some inspectors identified the 6 dB drop location, 
whereas others identified the location where flaw signals deviate from 
noise. 

Many inspectors declined the depth sizing altogether and even the 
ones that tried commented that the available data is insufficient for 
depth sizing. The data was, indeed, optimized for the detection part of 
the study and was sub-optimal for sizing. The results clearly indicate 
that the caution of the inspectors was warranted. The sizing results are 
poor and thus the data was proven insufficient for reliable sizing. In 
future studies, it is advisable to prepare completely separate data sets for 
sizing purposes to allow optimization for both tasks separately. 

4.4. Limitations of the virtual round robin 

The virtual round robin is an interesting new opportunity to study 
NDT performance and it allows direct quantitative evaluation in terms of 
the POD. However, the approach also includes some inherent limita-
tions. In addition, in this first virtual round robin, some additional 
compromises were made to limit the effort needed to participate and to 
invite greater participation. These are summarized below. 

The Virtual Round Robin necessarily operates with data files only. 
The data is scanned only once by one single team and not by every team 
as in a traditional round robin. Consequently, variation in data acqui-
sition is omitted from this study. The virtual flaw process could be used 
together with a traditional round-robin to include data acquisition dif-
ferences while still obtaining POD results for each inspector. At the same 
time, this would forfeit the savings obtained from circulating data files 
instead of physical test pieces. Also, it would be unclear, whether the 
differences arise from differences in scanning or in evaluation. Thus, the 
virtual round robin and virtual flaws should not be considered as a 
mutually exclusive alternative to a traditional round robin. Rather, 
depending on the resources available and focus of interest the two can be 
effectively combined to study NDT performance. 

Similar issues are found in the used procedure. In a traditional round 
robin, the teams can typically select their own procedure and scan data. 
For the present round robin, all the teams received the same data set and 
thus were constrained to use procedure associated with the available 
data. Again, alternative approach could be taken, where all the teams 
scan the data with their procedure and virtual flaws are still used to 
obtain sufficient flaw population for POD determination and this is a 

Fig. 14. Kernel density estimate of flaw sizing estimates for the 6 mm deep crack (left) and for the 26 mm deep crack (right). Kernel width 2.0 mm.  

Fig. 15. Kernel density estimate of flaw sizing estimates for the 6 mm deep 
crack (dashed line) and for the 26 mm deep crack (solid line). Kernel width is 
2.0 mm. The sizing accuracy is poor due to insufficient ultrasonic data available 
for proper sizing. 
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trade-off to be made considering the available resources and focus of 
interest. 

Finally, for this first round robin, we made some compromises with 
the data, as explained above. The data was reduced to minimum viable 
to limit the effort required to participate and to ease data handling. To 
compensate for the limited data, the scan was made with prior infor-
mation about the existing flaws. In both ways, the data differs from 
procedures actually used for such inspections. Thus, the POD values 
obtained should not be considered to be directly applicable to any 
specific inspection procedure. 

5. Conclusions 

The following conclusions can be drawn from the study:  

• Virtual flaws enable new kind of round robin exercise, which focuses 
on data evaluation and makes it possible to gather sufficient data for 
POD evaluation  

• The virtual round robin enables the use of larger flaw population and 
also introduction of flaw-free data files, which makes the inspection 
task more representative  

• The applied inspection strategy has significant effect on the attained 
POD even with identical data, and the acquired POD results show 
significant variation  

• The results showed that inspectors are sometimes liable to miss large 
cracks, even when they find much smaller cracks  

• Inspectors failed to correctly identify flawless data files as flawless. 
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