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Named Entity Recognition for Spoken Finnish

In this paper we present a Bidirectional LSTM neural network with a Conditional Random Field layer on top, which utilizes word,
character and morph embeddings in order to perform named entity recognition on various Finnish datasets. To overcome the lack
of annotated training corpora that arises when dealing with low-resource languages like Finnish, we tried a knowledge transfer
technique to transfer tags from Estonian dataset. On the human annotated in-domain Digitoday dataset, out system achieved F1 score
of 84.73. On the out-of-domain Wikipedia set we got F1 score of 67.66. In order to see how well the system performs on speech data,
we used two datasets containing automatic speech recognition outputs. Since we do not have true labels for those datasets, we used
a rule-based system to annotate them and used those annotations as reference labels. On the first dataset which contains Finnish
parliament sessions we obtained F1 score of 42.09 and on the second one which contains talks from Yle Pressiklubi we obtained F1
score of 74.54.
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1 INTRODUCTION

Named entity recognition (NER) is a natural language processing (NLP) task, in which the system aims to find entities
in a text and classify them to predefined categories. The categories can vary based on the domain in which they are
going to be used but some of the most common categories include: person, organization, product, location and date.
NER is an integral part in larger areas such as information retrieval, question answering, machine translation and text
summarization. It is a difficult problem because in most languages there is little annotated data available, especially in
specific domains such as: chemistry, biology and medical fields. Entity ambiguity is another challenge that the system
needs to deal with. For example "Facebook" can refer to both company and product, depending on the context it appears
in.

In the past, researchers relied on hand-crafted features and gazetteers for solving this task, which requires in-domain
knowledge [3, 9]. With the rise of machine learning (ML), researchers have tried different ML techniques in order to
solve this task. The most popular approach is using Conditional Random Fields (CRFs) [11] which has been successfully
applied to various NER tasks [14, 18].

With the increase of the computational power, deep neural networks have become more appealing, especially because
they help to alleviate the need of domain experts and hand-crafted features. Recurrent neural networks, especially the
Long Short-Term Memory (LSTM) [7] have been well suited for sequential tasks due to their ability to store information
about sequences. Deep neural network architectures have been successfully applied in various NER tasks where they
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outperform CRF based models [1]. These systems used word embeddings as input features to the network. In 2015, a
new neural network approach was proposed, which uses a CRF layer on top of a Bidirectional LSTM (BiLSTM). This
model outperformed the previous neural network architectures and achieved the state-of-the-art results on the CoNLL
2013 dataset [8].

Although these approaches work well for most languages, frequent occurrences of inflections, derivations and
compounding in morphologically rich languages makes their vocabulary large and increases the number of out-of-
vocabulary (OOV) words. In order to overcome that issue, subword units such as characters or morphs have been
proposed to replace words [6]. Character-level LSTM models have been applied on various languages and have been
shown to give competitive results [10]. Furthermore, combining word and character representations has given an
improvement over the existing models [13, 17]. Segmenting the words into morphs has been shown to improve the
performance of the language models and reduce the out-of-vocabulary words by constructing the unseen words from
morphs [2, 19].

Large vocabulary is not the only issue that arises when dealing with Finnish language. Lack of annotated data puts
the Finnish language in a low-resource category. This constraint causes difficulties for training a NER system, especially
when the annotated data is in a specific domain. In an attempt to overcome this limitation, different knowledge-transfer
techniques have been proposed, which try to transfer tags from the source to the target language, in order to enrich the
annotated corpora. [4, 23].

Another challenge that arises when doing NER is when we are dealing with unstructured data, such as an output
of an automatic speech recognition (ASR) system. Named entities are often capitalized, so the system relies on the
capitalization in order to detect the entities, which causes problems for ASR output, where capitalization is neglected.

In this paper we propose a bidirectional LSTM-CRF architecture that utilizes words, characters and morphs in order to
achieve competitive results in NER for Finnish language. Moreover, we are going to explore different ways of improving
the performance of the system on ASR output. In order to deal with the low-resource limitations, we experimented with
knowledge transfer from Estonian language using multilingual word embeddings for Finnish and Estonian languages,
aligned in a single vector space.

2 DATA

We used the Digitoday dataset to train the model. The dataset was collected and provided by [16]. It consists of online
Finnish technological news articles. There are 953 articles and 193,742 word tokens in the dataset. Since the articles are
from one domain, the authors also provided a Wikipedia test for evaluating the system on out-of-domain data. Both
datasets are annotated using the BIO annotation scheme [15]. The Wikipedia test set consists of 83 articles and 49,752
word tokens. The dataset consists of 6 named entity classes:

• PERSON (PER)
• LOCATION (LOC)
• ORGANIZATION (ORG)
• PRODUCT (PROD)
• EVENT (EVENT)
• DATE (DATE)

The class distribution of Digitoday and Wikipedia datasets is presented in Table 1. Both datasets provide top-level
and nested-level entities. In our experiments we used only the top-level entities.
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Table 1. Class distribution in Digitoday and Wikipedia datasets.

Class Count Digitoday Count Wikipedia

ORG 15445 1821
LOC 4159 1427
PER 6517 2492
DATE 3685 1862
PRO 11655 2135

EVENT 569 362
TOTAL 42030 10099

Table 2. Class distribution in Parliament and Yle Pressiklubi datasets.

Class Parliament Yle Pressiklubi

PER 104 1350
LOC 54 601
ORG / 327

TOTAL 158 2278

Table 3. Class distribution in Estonian dataset.

Class Count

PER 12154
LOC 3508
ORG 9424
TOTAL 25086

In order to test how well the system performs in an ASR setting, we used two datasets of ASR outputs. The first one
contains Finnish parliament sessions and the second one contains talks from Yle Pressiklubi television show. Using a
commercial rule-based system, we managed to obtain two NER tags for the parliament sessions and three tags for the
Pressiklubi dataset. The Parliament dataset is in lowercase and without punctuation, whereas the Yle Pressiklubi dataset
is re-capitalized. The class distribution for the ASR datasets is presented in Table 2. In Table 3 we can see the class
distribution of the Estonian dataset that we used to transfer tags to Finnish and make the dataset less domain biased.

3 METHODS

In this section we present our architecture for NER, which utilizes word, character and morph representations. For
agglutinative languages like Finnish, which have a rich vocabulary, the number of OOV words increases, which has an
impact on the performance of the model. In order to mitigate this, besides the standard word embeddings, we augmented
our model with morph and character representations of the words. To obtain the morphs, we used the Morfessor toolkit
[20]. The architecture is depicted in Figure 1.

As we can see from the figure, word, character and morph embeddings are processed through separate BiLSTMs.
The outputs of the BiLSTMs are concatenated in order to get a single representation. The concatenated outputs then go
through a highway layer, which is followed by a fully connected layer. At the end, the output of the fully connected
layer goes through a CRF layer, which produces tag probabilities.
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Fig. 1. BiLSTM-CRF model that utilizes char, morph and word embeddings.

4 EXPERIMENTS

As described in section 2, we use the Digitoday dataset which contains technological articles, as well as the Wikipedia
test set and the ASR outputs for testing the system on out-of-domain data. For the Digitoday and Wikipedia evaluations,
we trained our system using the Digitoday train set and for the ASR evaluations we used the whole Digitoday dataset
along with the Wikipedia test set for training.

In order to make a distinction between the first and the last word in a sentence and the rest of the words, we added
"<start>" and "<end>" tokens to each sentence. For the morph-based subword modeling, we added boundary markers
to enforce restrictions on the generated output. Different ways of adding markers enforce different restrictions. Some
common types of markers are: "<w>", "<m+>", "<+m>", "<+m+>". In our experiments we used the "<+m+>" style
marker since it has been shown to give best results for Finnish language modeling in ASR [21]. For example, the word
’mobiilikäyttöjärjestelmä’ would be segmented as ’mobiili+ +käyttö+ +järjestelmä’.

The architecture has 2 BiLSTM layers and 4 highway layers. The embedding dimensions of words, chars and morphs
are 300, 100, 100 respectively for the BiLSTM networks. The hidden sizes are 300, 75, 75 for words, chars and morphs. A
dropout of 0.5 is added to the final BiLSTM outputs and 0.2 for each layer except for the last. After the highway layer,
we added a dropout probability of 0.7. For training the model we used a batch size of 128 and RAdam optimizer [12]
with learning rate of 0.001. All of the hyperparameters were chosen based on internal experiments that we did on the
development set.

As baseline models we used a rule based system called FiNER and a neural network architecture called GÜNGÖR-NN
[16]. The GÜNGÖR-NN architecture is described in more detail in [5]. In order to see the system’s performance on ASR
Manuscript submitted to ACM
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Table 4. Overall micro average precision, recall and F1 scores for the top-level entities of Digitoday test set.

architecture precision recall F1

FiNER 90.41 83.51 86.82
GÜNGÖR-NN 83.59 85.62 84.59
word+char+morph-LSTM 85.52 83.74 84.62
word+char+morph-LSTM+transfer 85.27 84.19 84.73

output, we used Finnish parliament sessions as well as the Yle Pressiklubi television show, which were decoded using a
commercial ASR system. The datasets were annotated by named entity tags given by a rule-based system. We used
those tags as the reference labels.

Doing NER on an ASR output has many challenges, such as recognition errors and missing capitalization and
punctuation. When evaluating the model on the Parliament dataset, we decided to remove capitalization and punctuation
from the training data, so that the system would learn in the ASR setting better.

Another issue that we faced was the out-of-domain problem, just like when testing our system on the Wikipedia
dataset. To alleviate that problem we used knowledge transfer technique as described in the previous section. Because
some of the tag translations were not very accurate, we used thresholding to keep only the translations that have high
nearest neighbor candidate score in the target language. We did multiple experiments on the Digitoday dev set and
found that a threshold value of 0.6 yields best results. Since person names and location names are almost the same in
Finnish and Estonian, we kept them as they are in the Estonian and just transferred them to Finnish. This approach
gave us an improvement over translating them as we did with the other entities.

5 RESULTS

In this section we present the results obtained from the proposed BiLSTM-CRF architecture and compare them with the
rule-based and neural baseline models. We also provide the results obtained for the ASR outputs. Additionally, we will
show how much improvement did the knowledge transfer method give. We used the micro F1 score evaluation metric
[22] in all the experiments.

The final results for the Digitoday dataset are presented in Table 4 and for the out-of-domain Wikipedia test set in
Table 5. In Table 6 we can see how well our model performs on the Parliament and Yle Pressiklubi datasets, annotated
by the rule-based system.

Since the Parliament dataset is lowercased and without punctuation, during training, we simulated the same scenario
and trained the model in that setting, which resulted in significant improvement. The results for the Parliament dataset
when the training data is kept as it is (with capitalization and punctuation) is shown in Table 7.

To see how well our model agrees with the rule-based system, we evaluated the system only on entities that were
found by that system. The results for the Parliament and Yle Pressiklubi datasets are shown in Table 8.

At the end, we manually annotated 50 sentences from both ASR datasets in order to see how well the system performs
on gold standard data. The results from the manually annotated Parliament and Yle Pressiklubi datasets are presented
in Table 9.
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Table 5. Overall micro average precision, recall and F1 scores for the top-level entities of Wikipedia test set.

architecture precision recall F1

FiNER 85.17 72.47 78.31
GÜNGÖR-NN 62.98 55.89 59.22
word+char+morph-LSTM 71.34 56.38 62.98
word+char+morph-LSTM+transfer 74.55 61.93 67.66

Table 6. Overall micro average precision, recall and F1 scores for the Parliament and Yle Pressiklubi datasets.

Parliament data Yle Pressiklubi data
TAG precision recall F1 precision recall F1

PER 46.11 89.25 60.81 80.00 85.71 82.76
LOC 14.53 69.39 24.03 76.92 86.96 81.63
ORG / / / 55.56 26.79 36.14
avg 28.26 82.39 42.09 76.25 72.91 74.54

Table 7. Overall micro average precision, recall and F1 scores for the Parliament dataset, trained without removing capitalization and
punctuation.

TAG precision recall F1

PER 72.73 8.60 15.38
LOC 19.57 18.37 18.95
avg 29.82 11.97 17.09

Table 8. Overall micro average precision, recall and F1 scores for the Parliament and Yle Pressiklubi datasets, comparing only entities
found by the rule-based system.

Parliament data Yle Pressiklubi data
TAG precision recall F1 precision recall F1

PER 98.81 89.25 93.79 85.04 85.71 85.38
LOC 100.00 69.39 81.93 89.55 86.96 88.24
ORG / / / 78.95 26.79 40.00
avg 99.15 82.39 90.00 85.92 72.91 78.88

6 ANALYSIS OF THE RESULTS

From Table 4 we can see that when we added transferred tags from Estonian language, we gained a slight boost in the
F1 score. Our model achieved F1 score of 84.73, which is slightly better than the GÜNGÖR-NN architecture. Still, our
system performed worse than the rule-based FiNER system, which achieved F1 score of 86.82.

In Table 5 we can see the results for the Wikipedia test set. On this out-of-domain dataset, the knowledge transfer
technique improved the F1 score from 62.98 to 67.66. Compared to the GÜNGÖR-NN architecture our system did
far better but it still falls behind compared to the FiNER system. From the results in Tables 4 and 5 we can see that
transferring tags from Estonian had bigger impact on the out-of-domain Wikipedia set than on the Digitoday test set.
We can also observe that neural network architectures suffer more from out-of-domain data but our architecture still
performs better than the GÜNGÖR-NN.

If we compare the results presented in Table 6, we can see that our systems has low precision for the Parliament data
when evaluated against the rule-based system annotations. The reason is that our system is able to find more entities
Manuscript submitted to ACM
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Table 9. Overall micro average precision, recall and F1 scores for the manually annotated Parliament and Yle Pressiklubi datasets.

Parliament data Yle Pressiklubi data
TAG precision recall F1 precision recall F1

PER 91.43 84.21 87.67 91.11 85.42 88.17
LOC 77.27 80.95 79.07 84.62 84.62 84.62
ORG / / / 100.00 32.14 48.65
avg 85.96 83.05 84.48 90.00 70.59 79.12

than the rule-based system and since those entities are not present in the annotations obtained by that system, we get
high number of false positives.

When comparing only with the entities found by the rule-based system, we can see that our system agrees with the
rule-based system almost all the time, which results in high precision.

When evaluated on the manually annotated data, we can see that our system achieves relatively good results.

7 CONCLUSION

In this paper we showed that our system which incorporates word, character and morph representations achieves
competitive results on Digitoday dataset. Furthermore, we saw that transferring tags from Estonian language using
multilingual embeddings significantly improved the results on the out-of-domain Wikipedia test set.
Additionally, we evaluated our system on two ASR output datasets, where one of them did not have capitalization and
punctuation, which caused difficulties for our system. In order to mitigate those difficulties, we converted our training
set to lowercase and removed the punctuation in order to simulate ASR setting, which yielded significant improvement.
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